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13.1 Introduction

13.1.1 The aims of th is document

The IMS A100 performance makes the real time processing of digital images a practical possibility. This doc­
ument is a practical guide, which explains how the device is used to process digital images. The processing 
done by the IMS A100 will be some form of feature extraction, such as line, corner or edge detection. Feature 
extraction is often the first stage in the analysis of an image. Further analysis of an image, for example, 
deciding that a group of features in an image is a vehicle number plate, is a higher level function, beyond the 
scope of this document. This application note describes the following.

• The operations of filtering and edge detection of a picture or image using a technique of 2-dimensional 
convolution are explained. Some simple filter types including edge detection and contrast enhance­
ment are described.

• The use of the IMS A100, to perform the 2 dimensional convolution, in order to process an image is 
described. This shows the simplicity of use of the IMS A100 in this particular application.

• The estimation of performance and cost, for processing an image using the IMSA100 is described. 
Several possible systems consisting of IMSA100 devices are given, to illustrate how easily the cost 
and performance may be controlled, by using different numbers of devices, and by altering the 
complexity of the system.

•  The processing of images at real time speeds (20 frames per second) is described, and a hardware 
implementation of this is given. This shows the high performance possible using the device.

13.1.2 Document structure

The remainder of section 13.1 gives an introduction to signal processing, and shows the position of the 
IMSA100 within the field of signal processing, and more specifically its capabilities for the processing of 
digital images.

Section 13.2 gives gives a practical explanation of some of the concepts of image processing. Included is 
an explanation of how filtering and edge detection of a picture operates, and how this may be applied to the 
IMSA100.

Section 13.3 gives two possible systems which may be constructed using the IMSA100, from a medium 
performance system to a very high performance system which will operate at real time speeds. Included in 
this section is a description of how the performance of a prospective system may be estimated by trading off 
performance, complexity and cost.

Section 13.4 concludes and summarises the findings of this application note.

Section 13.6 gives an implementation of 2-D image processing using the IMSB009, running on an IBM PC. 
This is included as a practical illustration of the techniques described in section 13.2 and 13.3.

13.1.3 An overview of signal processing

Signal processing is an area of engineering which fills many people with dread. This is not entirely surprising 
when one considers both the theoretical and practical aspects of the subject. On the one side there are the 
mathematical algorithms required to solve even the simplest problem. This has long been regarded as the 
territory of academics and not to be tackled by the average engineer. On the other side there is the circuitry 
required to implement these algorithms. Historically, systems have often required many complex circuits, with 
system design requiring a knowledge of analogue design, and also, in the more recent past, digital design.

Not surprisingly, there are very few scientists in the world with the knowledge or experience required to deal 
with all the aspects of signal processing design. Signal processing design now covers both analogue and 
digital design from the low end audio spectrum (40 KHz) through the video spectrum (100 MHz) to the top end 
of the radio spectrum (100 GHz). When signal processing in all these areas began the techniques used were



purely analogue. The power of digital signal processing now approaches the top end of the video spectrum. 
Although it is not yet possible to process pictures the size of a TV screen in real time, it will undoubtedly 
become possible within the next decade. One of the main applications of the IMS A100, as described in this 
document, is the processing of pictures in real time.

In the radio frequency (RF) spectrum, specialised devices are used as the first stage processing elements. 
These devices use components such as wave-guides, to give the necessary processing bandwidth (GHz). 
The fastest devices use materials such as Gallium Arsenide, often super-cooled to improve its performance. 
However, these devices are expensive and their use is avoided if possible. The information extracted by these 
devices from a signal may be used by todays digital devices operating at speeds approaching 100 MHz. In the 
future, todays digital devices may improve to a level where they encroach on the radio spectrum. However, it is 
likely that RF devices will always be required as the front-end processing elements at these high frequencies. 
The reason for this may remain that it is impossible to either sample or synthesise an analogue signal at 
speeds in excess of 100 MHz, without resort to cost prohibitive technology.

13.1.4 Analogue and digital conversion

Signal processing techniques in both the Audio and Radio spectrum are advancing both theoretically with 
the development of new algorithms, and practically with the increase in the level of integration of integrated 
circuits. Wherever possible, the new levels of integration in conjunction with efficient digital algorithms are 
used, so that problems which were previously solved using analogue design are now solved using digital 
design.

Of course, it is nearly always necessary to communicate with the real world using analogue signals, so 
analogue to digital (A-D) and digital to analogue (D-A) converters are a necessity. This is why so much work 
is done to increase the speed and accuracy of the conversion which must ultimately limit the speed of the 
complete system.

The current range of A-D and D-A converters on the market can sample at up to 100 MHz. As might be 
expected, the limiting speed depends very much on the required accuracy, with slower conversion required 
to get improved accuracy. Of course, there is little point being able to do digital processing faster than the 
analogue conversion devices, so that in practice, the performance of conversion devices and digital processing 
devices proceed together.

So there are fundamentally two problems which hinder DSP development, one is analogue/digital conversion 
and the other is the digital signal processing itself.

13.1.5 Techniques for digital signal processing (DSP)

Digital signal processing has advanced rapidly since the major semiconductor manufacturers started to tackle 
the problem. Since then they have attempted to cram more and more raw processing power onto a single 
chip. At the same time they have realised that the signal processing devices need to be integrated into an 
entire system. So, they have devised families of devices which, however, require some considerable expertise 
to use. This evolution of devices has split into two directions.

The first approach is the more complex and achieves the best performance. It often involves hardware design 
which is not trivial, and the systems generated will generally only perform one task. Any slight change to the 
task (algorithm) may require a complete system redesign, which is both lengthy and expensive. However, 
the performance of these so called bit-slice machines has been and still is very high and has a permanent 
place in the field. Bit-slice machines use dedicated multipliers, accumulators and address sequencers often 
with several address and data bus paths to achieve high speed.

The second approach is simpler, and more versatile. However, the performance is considerably lower than the 
bit-slice engines previously described. Design involves using a general purpose processor (CPU) which has 
dedicated instructions to perform reasonably fast multiply, divide, add and subtract operations. The CPU does 
this by having dedicate parallel multipliers and barrel shifters integrated on the chip. The performance limit is 
not so much the on-chip operation as the time required to get the data off and on chip (memory bandwidth). 
Possibly the best known example of a signal processing CPU is the TMS320101 and its derivatives the 
TMS 32020 and TMS 32030.

1TMS is a trademark of Texas Instruments



The previous two approaches provide solutions to a large number of signal processing problems. However, 
one must accept either the performance limitations of the general purpose processor or the complexities of 
bit-slice design. In both cases the problem is bandwidth into the basic processing element. The fundamental 
limit is the rate at which memory can be accessed rather than the performance of the processing element 
itself. If the processing performed by the basic processing element can be increased and the required 
memory bandwidth can be reduced, an improved performance will be immediate. The IMSA100 uses a 
novel architecture to achieve these aims.

The IMSA100 is a processing element with considerable processing power, yet having an interface with 
moderate bandwidth requirement. This is achieved by having data storage on chip, processing the data 
in parallel, and storing the intermediate results of calculations. The IMSA100 has also been designed to 
accommodate many of the commonest DSP algorithms; including the discrete Fourier transform [2], correlation 
and convolution [3], and digital filtering [1].

13.1.6 Overview of image processing with the IMS A100

The IMSA100 is a digital processing device at the forefront of digital signal processing performance. It is 
capable of processing video bandwidth signals, as well as many other types of high bandwidth signals. The 
maximum input sampling rate of the IMS A100 is 10 MHz, which means that it could, for example, process a 
[512 x 512] image at a rate of 40 frames per second. The device operates on digital data with a width of 16 
bits, and will perform 80 million multiply accumulate operations per second (80 MOPS) a performance well 
in excess of most bit-slice machines.

The IMS A100 will perform calculations on signed 16 bit integers without any loss of accuracy or overflow, 
perform rounding correctly, and will also perform complex number processing [4] without any additional 
hardware. This makes it an extremely simple device to use in a wide variety of applications, as it deals with 
so many of the problems which have historically plagued signal processing design. Immense care has been 
taken to ensure that the device is simple to use, for example, the microprocessor interface, which can be 
interfaced very simply with almost any industry standard processor.

Probably the most important aspect of the IMSA100 is that several can be used in parallel, with almost no 
‘glue’ logic. In principle, there is no limit to the number and a system with 30 devices on a single board has 
been shown to work well. The processing of large images at high speed requires vast processing performance, 
making the IMS A100 capability of being able to use many devices in parallel absolutely invaluable.

13.2 Practical methods of 2 dimensional convolution

13.2.1 2-dimensional convolution

The process of 2-dimensional convolution of an image is the action of comparing a reference template with 
a group of pixels, at every pixel point on an image. For example, if a [3 x 3] template were compared at 
every point on an image of size [5 x 5], there would be 9 valid comparison points as shown in figure 13.1. 
The first of these valid comparisons surrounds pixel 1, the second pixel 2, and so on. The comparison is 
done in practice by a number of multiply and add operations. Consider the example with the first row being 
compared with the template. The result of the [3 x 3] convolution for the first 3 positions will be

1 a.? + 6.? + c.? + d.l + c.1 + /. 2 + g.l + hA + i. 5

2 a.? + 6.? + c.? + d. 1 + e.2 + /. 3 + gA + h.5 + 1.6

3 a.? + 6.? + c.? + d. 2 + e.3 + / .?  + g.5 + h.6 + i.l

which is a total of 9 multiply-accumulate operations for every pixel in the image. The magnitude of the image 
data and the magnitude and sign of the template elements determine the type of features which will be 
extracted from the image. Some simple templates are described later in this section.

In a real image, the magnitude of the pixels which is a measure of their blackness, is referred to as grey 
scale, having typically 8 bit accuracy. The alternative, which uses a single bit for each pixel, was used in 
the past, before digital grey scale processing was possible. Future picture processing will undoubtedly be 
capable of processing colour images. This is a complex field, little understood at the present time, outside



the scope of this application note.

With grey scale images it is important that the result of any image transformation yields grey scale values 
within the limits of the original image. This being so, the sign and magnitude of the elements of the template 
must be chosen with care. It may be necessary to scale and/or invert the results of an image transformation, 
so that the resultant image can be observed in a normal grey scale.

? ? ? ? ?

? 1 2 3 ?

? 4 5 6 ?

? 7 8 9 ?

? ? ? ? ?

a b c

d e f

9 h i

Figure 13.1 [3 x 3] convolution on a [5 x 5] image

It is usual for the template to be square, although it may be rectangular, and of any size. It is also normal 
when scanning a real image to traverse the picture as shown in the diagram, i.e. traversing a row, moving 
down, traversing again and so on until the entire image is scanned.

One point of interest concerns the outermost pixels, which represent invalid data. For a [3 x 3] template 
a perimeter of one pixel width is invalid, for a [5 x 5] template the outermost 2 pixels are invalid and this 
redundancy increases as template sizes increase. This does not matter much for large image sizes, but must 
be borne in mind if large templates, with small images are being used. For the remainder of this section edge 
effects will, for convenience, be ignored.

13.2.2 Convolution template types 

Low pass filte r

The effect shown in figure 13.2, is of a low pass filter. The numbers have been chosen to show the smoothing 
effect of the filter. Notice that this is indeed a low pass filter, and that the pixel values are changing at a 
frequency which is approximately the cut-off frequency of the filter. The filter has effectively changed a black 
and white image into a blurred grey image.

Figure 13.2 Illustration of low pass filter



If this convolution is regarded as part of a picture with a pixel rate of 5MHz the cut-off frequency, above which 
all frequencies are removed, would be 2.5MHz. (The figure of 5MHz has been chosen as it is the rate at 
which an IMSA100 can process the data.) The cut-off frequency can be reduced by making the reference 
template (convolution kernel) larger. For example a [9 x 9] convolution kernel would have a cut-off frequency 
of 870KHz.

For the low pass filter kernel no sign modification or scaling of the final image is necessary. Only when the 
result is outside grey scale limits will any modification be required.

Edge detection

Edge detection is illustrated below with a Sobel operator. This operator combines a vertical and a horizontal 
edge detector into a single Sobel operator as shown in figure 13.3.

It may be observed that the effect of applying a horizontal edge detection to an image, followed by applying 
a vertical edge detection to an image, and summing the results, will be exactly the same as directly applying 
the sobel operator to the image. This same principle of adding operators together, may be applied to many 
different operators with some interesting results. It is not within the scope of this application note to investigate 
this subject further.

The following operations, shown in figure 13.4, on part of an image illustrate the effect of the Sobel operator. 
It is possible to obtain similar results, by doing a vertical and a horizontal edge detection, squaring and adding 
the results, and taking the square root to give a result for each final pixel. This is the ideal edge detector, 
but the cost of squaring twice and a square root is often cost prohibitive, with the Sobel operator a very 
satisfactory alternative.

Figure 13.4 shows the result of 2 convolution kernels operating on the different images. This illustrates the 
requirement for scaling and sign inversion. Before the resultant images can be displayed all negative numbers 
must be sign inverted and a scaling factor of 4 must also be applied. It is interesting to note that the reason 
for the sign change is the direction of travel of the convolution kernel across an edge transition. Also, as will 
be shown later, the steepness of the edge transition is important.



Laplacian filtering (edge detection)

Laplacian filtering uses a homogeneous operator, which means that it is the same in all directions. With the 
use of a Laplacian edge detection operator edges in all directions can be detected. This is different from the 
previous non-homogeneous edge detection (Sobel) operator, where edges in all directions except one can 
be detected.

The effect of the [3 x 3] Laplacian operator is shown in figure 13.5. As the operator passes over an edge, the 
magnitude of the result increases and there is a sign change. Also, the original pixels will remain, in areas 
where there is no edge to be detected. In order to detect the edges, after the 2-D convolution has been done, 
a 3 stage process is necessary. First the result is scaled down by a factor of 9. Second, a full rectification



is done, converting all negative to positive numbers. Third, the background information is thrown away, by 
introducing a suitable threshold below which the result is considered to be zero.

13.2.3 Effect of template size

The previous sections have shown the effect of several [3 x 3] convolution kernels. This kernel size is 
very effective in many applications, while requiring moderate processing for its calculation. One of the main 
reasons for not using larger templates is that the processing requirement becomes excessive, mainly due to 
the large number of multiply operations. The advantages of large kernels are twofold, firstly the larger kernels 
have a filtering effect which reduces the effect of noise, and secondly the larger kernels are able to detect 
gradual changes in brightness across a group of pixels.

It must be remembered that single bit pixels are not used, and the pixels are represented in grey scale with 
range from 0 to 255. This means that in a real image, edges will span several pixels, and to detect these 
edges will require a larger convolution kernel.

If, for example, a [3 x 3] kernel is used to detect an edge which changes from black to white linearly over 5 
pixels, then the maximum and minimum resultant pixel is 1.6 and -0 .6  respectively, as shown in figure 13.6. 
Each pixel is represented by a single step. This result must be compared with the result in figure 13.5, where 
an instantaneous change between 2 pixels gives an output of -3 .0  and 3.0. The results of -0 .6  and 1.6 are 
barely enough to detect an edge.

13.3 Hardware requirements for 2-D convolution

Two possible hardware implementations of 2-D convolution using the IMS A100 are described in this section. 
Because these two implementaions use exactly the same principle of operation, the IMS A100 device, which 
is common to both, will first be described. The fundamental difference between the two designs is as follows. 
In the lower performance system all image data is transferred to the IMSA100 across a comparatively slow 
memory interface. In the high performance system all image data uses the dedicated input and output ports 
of the IMSA100. These dedicated ports permit, with the addition of some dedicated hardware, a processing 
rate of 5 million pixels per second.

Implementation of 2-dimensional convolution on the IMS A100 involves loading the elements of the convolution 
kernel into the coefficient registers, and passing the entire image through the device while storing the resultant 
image. To obtain maximum throughput this should be a continuous operation, and will consist of a sequence 
of alternate read/write operations starting at the first pixel of the first row of the image and finishing with the 
last pixel of the last row of the image. The two fundamental problems are to arrange that first, the convolution 
kernel elements are loaded into the appropriate coefficient registers, and second that the pixel data is ordered 
correctly both before and after processing. The required initialisations of the IMSA100 are also described.



13.3.1 The IMS A100 model

The IMS A100 model Is shown in figure 13.7. The many component parts of the IMS A100 are included to add 
flexibility, so that many signal processing algorithms can be implemented. This means that the device can 
be used in many signal processing applications. The fundamental operation of the device is a high speed 
multiplier-accumulator, which functions as a pipeline of 32 multiplier-accumulator devices. The peripheral 
circuitry simplifies the use of the device.

Figure 13.7 User’s model of the IMSA100.

The essential elements of the device, in so far as they are important to this discussion of 2-D convolution, 
will now be described.

• The m ultiplier accumulator array is the powerhouse of the device. This is a 32 stage pipeline 
of multipliers, which multiply 32 elements of input data with the contents of the current coefficient 
registers in between 2 and 8 cycles. The cycle time is belween 100ns and 400ns, and is a function 
of the coefficient width. There is no loss of accuracy in this section because all calculations are at 
36 bit accuracy.

• The data input is either from the dedicated data input port or via the data input register (DIR). The 
DIR can be accessed from the memory interface port, which may be connected to a microprocessor. 
The fastest data access is by the direct input port, with input using the DIR register being usually 2 
to 4 times slower.

• The data output is taken from the high speed multiplexed data output port or from the data output 
registers (DOL and DOH), which contain the 24 bits of output data. These registers, like the DIR 
register, will normally be accessed much slower than the direct data output port.

• The coefficient registers are used to store the convolution coefficients, for which only the current 
coefficient registers are required. Because there is no need to bank-swap coefficient and update 
registers, neither the update coefficients nor the bank swap capability are ever used in this applica­
tion.

• The cascade input is used for simple connection of devices. The cascade input port is multiplexed 
in exactly the same way as the data output port, so that direct connection between the two and use



of the GO signal for synchronisation are all that is required to cascade devices. For 2 dimensional 
convolution requirements, only one IMS A100 is required for doing a convolution with a kernel 
containing less than 33 elements, although more devices can be used for improved performance as 
will be shown later. Whenever more than one device is used the cascade input port is required.

• The 32 cycle delay element delays the cascade input data by exactly the same time as the multiplier 
accumulator array. It can be used in conjunction with the data input port to add together 2 streams 
of pipelined data. This is very useful, particularly for convolution requiring data partitioning. Real 
time 2-dimensional convolution of images using the IMS A100 requires the use of this delay element.

• The control registers are used to initialise the device, and for some of the working operations of 
the device. These are referred to as the Static control register (SCR) and the Active control register 
(ACR) respectively. The ACR can be altered during the operation of the device whereas the SCR 
cannot. The use of these registers as regards 2-dimensional convolution will be described later.

• The output signals are described adequately in the IMSA100 data sheet [6] and will not be de­
scribed further here, except for the GO signal which is relevent to the discussion. The GO pins, of all 
the IMS A100 devices which are cascaded together, will be joined. GO is used for synchronisation 
of a cascade of devices, and is not needed in a system with only a single IMSA100, unless the 
cascade input of that device is used. GO is set up from the SCR to be either a master or slave, and 
there is never more than one master.

• GO is a special signal used to synchronise the cascade and data input ports. If the data input port 
Din or the cascade input port Cln is driven by external hardware, then all the IMSA100 devices 
will be set to slave mode and external hardware will be used to drive the GO pin. If neither the 
cascade input port or data input port are driven by external hardware, (when all data will use the 
memory interface) then one of the IMS A100 devices in the cascade will be configured as a master. 
The master which should be the last device in the cascade, drives the GO signal, and all the other 
devices synchronise their cascade and data inputs from the GO signal they receive. The GO signal 
master could in theory be driven by any of the devices in a cascade, and this would work for a short 
cascade. However, operation cannot be guaranteed, whereas an infinite length cascade will work if 
the master is the last device in the cascade.

13.3.2 IMS A100 initialisations fo r convolution

The following description summarised the initialisations of the IMS A100 devices which will be required, prior 
to the operation of 2-D convolution. A full understanding will require the use of the IMS A100 data sheet [6]. 
The settings necessary for a 2-dimensional convolution, using 8 bit grey scale data and 8 bit coefficients are 
described.

The coefficient size is set to 8 bits by setting bits 8 (=1) and 9 (=0) of the SCR. As 8 bit grey scale is used 
the top 8 data bits from either the data input port or DIR (each 16 bits wide) will be zero.

The result of the 8 by 8 multiplication will require 16 bits, and the 32 stages of accumulation will require a 
further 5 bits so that the final result, will require 21 bits accuracy. The result required is manipulated internally 
by a selector so as to be invisible to the user. The significant 8 bits of the result are obtained by setting bits 
4 (=0) and 5 (=0) of the SCR, and reading data from the bottom 8 bits of the DOL register.

If there is a cascade of devices the lower 8 bits of output appear on the lowest 8 bits of the multiplexed data 
output port, which will be connected to the cascade input of the next device in the cascade. By this means 
scaling is done automatically, and is invisible to the user. The whole purpose of this is that many devices 
can be cascaded, and appear like a single device with a number of stages which is a multiple of 32.

The remaining SCR register settings are as follows. Bank swap mode will be set to off. Data mode will be 
set to either input data from the DIR register or data input port depending on the application. Fast output will 
be set to off for this application.

The ACR will not generally be needed for this application as no bank swapping between the active and update 
coefficient registers is necessary. It may be necessary to examine the selector overflow and cascade adder 
overflow bits of the ACR should an error occur (error pin goes low).



Section 13.2.2 describes some of the convolution kernels which are used to perform feature extraction and 
filtering on an image. The following discussion describes how these kernel elements are mapped onto the 
coefficient registers of the IMSA100 so that 2-D convolution is performed.

The IMSA100 can be regarded as a 32 stage multiplier accumulator with 32 constant coefficients, which will 
be consecutively multiplied with a stream of incoming pixels. The current coefficients are labelled from C(0) 
to C(31) where C(0) is closest to the output, and C(31) is closest to the input, as shown in figure 13.8.

13.3.3 IMS A100 coefficient placement and data flow

Din
IMS A100 functional schematic

• Dout

D63, D62 . . . D1, D0-

IMS A100 output with time 

T1 *  D0.C0 

T2 = D1.C0+D0.C1

T32 = D31 .C0+D30.C1 + .. .  D1 .C30+D0.C31 

T64 = D63.C0+D62.C1 + .. . D33.C30+D32.C31

IMS A100

Figure 13.8 Illustration of IMS A100 pipelined calculation

In figure 13.8, pixel data presented at the Din port (or DIN register) at time 0 is referred to as DO. Immediately 
after data is written, at time T1, a result will be read from the Dout port (or DOL/DOH register). For the first 
32 cycles (T1 to T32) of the IMSA100, partial results for data DO to D31, and coefficients C(0) to C(31) will 
be output from the device. The results at time T1 and T2 are given.

From T32 onwards the device presents full results at its output, and the result at time T32 and T64 are given 
to illustrate this. The steady state of the device yields the accumulation of 32 multiply operations which have 
taken place over the previous 32 cycles. Notice also that at any instant the machine contains 32 pieces 
of information (state), which are the 32 partially accumulated results, as they proceed through the 32 stage 
pipeline.

If there is a cascade of 2 devices, there are 64 coefficients which can be referred to as C[0] to C[63]. The 
output from the second device in the cascade is the sum of 64 multiply operations which have accumulated 
over the previous 64 cycles. This principle can be extended to many IMS A100 devices, so that long multiply- 
accumulation operations can be done. It is essential to be able to perform long cascades so that large 
convolutions are possible. For example, a 128 point convolution will require 4 IMSA100 devices in cascade.

This also applies to 2-Dimensional convolution. For instance, an [11 x 11] convolution using 121 stages, will 
require 4 IMSA100 devices. Of course, 7 stages are not required, which means that 7 of the coefficients 
(C[127] to C[121 ]) of the first IMS A100 in the cascade will be set to zero.

As can be recalled from section 13.2, a [3 x 3] convolution requires the accumulation of 9 multiply operations. 
Similarly, a [5 x 5] convolution, illustrated in figure 13.9, will require 25 stages of multiply-accumulation. The 
only problem is that the coefficients must be loaded in the correct coefficient locations, and the input and 
output data must be ordered correctly, so that the IMS A100 architecture can be utilised. This is described in 
the following section.



13.3.4 Image scanning for a microprocessor based system

The following description will normally only apply to a system using a memory interface, for the transfer of 
all data to and from the IMSA100. It is perfectly possible to use the following pixel sequencing operations, 
for transferring data to the IMSA100 devices across the high speed data input and output ports. However, 
this is not advised as the sequencing operations using normal hardware are complex, but are quite easy 
with a microprocessor. The additional hardware could be better used for implementing an extremely high 
performance system, such as described later.

Image scanning for 2-D convolution implementation

(A) Pixel array (B) IMS A100 coefficients

DO D10 D20 D30 D40 D50 D60 D70

D1 b i t D21 D31 D41 D51 D61 D71

D2 D12 0 2 2 D32 0 4 2 052 D62 D72

D3 D13 02 3 033 D43 D53 D63 D73

D4 D14 D24 D34 D44 D54 D64 D74

D5 " b is " D25 D35 D45 D55 D65 D75

D6 D16 D26 D36 D46 D56 D66 D76

D 7 D17 D27 D37 D47 D57 D67 D77

D8 D18 D28 D38 D48 D58 D68 D78

D9 D19 D29 D39 D49 D59 D69 D79

C24 C19 C14 C9 C4

C23 C18 C13 C8 C3

C22 C17 C12 07 C2

C21 C16 C11 C6 C1

C20 C15 C10 C5 CO

Figure 13.9 Pixel scanning and coefficient ordering

A pixel array (A) with 10 rows and 8 columns is used purely for convenience. The convolution kernel with 25 
coefficients is shown in (B). The order of the coefficients is critical, starting at the bottom right and proceeding 
one column at a time (Remember that CO is the coefficient of the last stage of the cascade). The scanning 
pattern for the image is shown in (C) and (D). The dark black squares are valid output pixels, each of which 
represent the convolution of 25 pixels with 25 coefficients.

If the light grey area of pixels is written to Din as shown in (C) the order will be D11 then D12 and so on 
in columns until D55 is written. Immediately after D55 is written to Din a valid pixel is read from Dout. The 
value of this pixel will be

D33out = C0.D55 + C1.D54 + C2.D53 + .... + C23.D12 + C24.D11

After this D51 is written followed by D52, D53, D54, D55 after which another valid pixel can be read.

D34out = C0.D65 + C1.D64 + C2.D63 + .... + C23.D22 + C24.D21



In other words, for every 5 pixels written one valid pixel is read, from the beginning until the end of the row. 
At the end of the row go back to the start of the row and move down a row repeating until the entire image is 
scanned. The net effect is a completely convolved image. This is inefficient as the entire image is effectively 
written to the IMS A100 FIVE times.

There is fortunately an optimisation which can be incorporated. The principle is that the some of the IMS A100 
coefficients are set to zero, so that those stages act only to store and delay accumulated results. This is 
described in the following section.

Improved image scanning for 2-D convolution

Improved performance can be obtained by modifying the previous image scanning technique. The improve­
ment is obtained not by processing the individual pixels faster, but by passing the pixels through the IMS A100 
fewer times. This is illustrated in figure 13.10 below.

(A) Pixel array (B) IMS A100 coefficients

DO D10 D20 D30 D40 D50 D60 D70

D1 D11 D21 D31 D41 b s i D61 D71

D2 D12 D22 D32 D42 D52 D62 D72

D3 D13 0 2 3 0 3 3 D43 D53 D63 D73

D4 D14 0 2 4 0 3 4 0 4 4 0 5 4 D64 D74

D5 D15 D25 D3S D45 D55 D65 D75

D6 D16 D26 D36 D46 D56 D66 D76

D7 D17 D27 D37 D47 D57 D67 D77

D8 D18 D28 D38 D48 D58 D68 D78

D9 D19 D29 D39 D49 D59 D69 D79

0 0 0 0 0

0 0 0 0 0

0 0 0 0 0

C36 C28 C20 C12 C4

C35 C27 C19 C11 C3

C34 C26 C18 C10 C2

C33 C25 C17 C9 C1

C32 C24 C16 C8 CO

Figure 13.10 Pixel scanning and coefficient ordering -  high performance

Data is written to the IMSA100 devices as before except this time data is scanning over 8 rows at a time, 
starting at D11 and finishing at D58. Scanning over the fifth column of 8 pixels from D51 to D58 will yield 4 
valid pixels, starting at the black square.

D33 out = C0.D55 + C1 .D54 + C2.D53 + .... + C23.D12 + C24.D11
D34 out = C0.D56 + C1.D55 + C2.D54 + .... + C23.D13 + C24.D12
D35 out = C0.D57 + C1.D56 + C2.D55 + .... + C23.D14 + C24.D13
D36 out -  C0.D58 + C1.D57 + C2.D56 + .... + C23.D15 + C24.D14



Immediately after D33out is read from Dout, D56 is written to Din. The partially accumulated result for pixel 
D43out is then stored in the empty slot (The empty slot is the position in the IMS A100 which would accumulate 
C5 with the data at Din. As this coefficient is set to zero no accumulation takes place, and this stage acts 
as delay and storage of data only) The next pixels D56 and D57 are written, and the partially accumulated 
result for D44out and D45out are then stored in the IMS A100 pipeline. At this time there will be 3 partially 
accumulated results D43out, D44out and D45out, which will be required for processing the next column.

At the end of the column scan, after the pixel D58 is written, D61 followed by the remainder of that column 
of 8 pixels, are written. This yields a further 4 pixels as given below.

D43out -  C0.D65 + C1 .D64 + C2.D63 + .... + C23.D22 + C24.D21
D44out = C0.D66 + C1.D65 + C2.D64 + .... + C23.D23 + C24.D22
D45out -  C0.D67 + C1.D66 + C2.D65 + .... + C23.D24 + C24.D23
D46out = C0.D68 + C1.D67 + C2.D66 + .... + C23.D25 + C24.D24

The scanning technique which scans across 8 rows at a time, while 4 rows of pixels are written, is 2.5 times 
more efficient than the previous technique, where only 5 rows are written, for a single output row. It is simple 
to calculate the efficiency for any number of zeros inserted into the coefficients of the IMSA100.

Convolution efficiency

For any system, there will be a fundamental pixel processing rate. As shown in section 13.3.5 the processing 
rate, writing pixels across a high performance memory interface is unlikely to be better than 4 Mpixels per 
second. Realistically 2Mpixels per second is a more probable performance. However, as shown above, 
there will be an efficiency factor, dependent upon the the convolution technique used, which will reduce the 
performance further. The best that can be done uses an image scanning pattern as shown in figure 13.10.

To calculate the efficiency, the number of stages and the number of zeros must be known. These calculations 
assume that the maximum number of zeros will be used, for whatever number of A100s are selected.

stages := number.of.A‘\00s x  3 2

zeros := stages j ) jy ^ j { \ i er s{ze _  *() 
\jilter.sizeY

E f  ficiency  :=
zeros + 1

zeros +  filter.size

(1)

(2)

(3)

As a simple example, it is known to take 500ns to process a single pixel, and the efficiency is calculated at 
50%. The expected processing rate will be 1 Mpixels per sec.

There is an obvious trade off between the number of A100 devices used and efficiency. A small number of 
zeros increases efficiency greatly. However, as efficiency approaches 100% the added cost of more IMS A100 
devices, to give more stages, will not give a proportionate increase in performance. No figures are given 
here, as it is simple to calculate the numbers, for any given application.

13.3.5 Moderate speed image convolution

A moderate image convolution rate can be obtained by using a very simple design incorporating an 8 or 16 
bit processor, which controls one or several IMSA100 devices. A typical system is shown in figure 13.11. 
The system chosen uses an extremely high performance 16 bit processor, the IMST212. The limiting speed 
of this system is either the rate at which data can be transferred across the IMSA100/IMST212 memory 
interface, or the rate at which data can be transferred to and from an external system. The external system 
may consist of camera, frame grabbing hardware and some form of image displaying capability. For the 
purpose of argument it will be assumed that the IMSA100/IMST212 memory interface is the limiting factor.

The performance of this system may be easily estimated, for whatever processor is used. This estimation 
assumes that the image resides in memory before processing starts, and that the data input port is not used. 
The resultant image will also reside in memory after processing.



Figure 13.11 IMSA100 coefficient loading

The processing of a single pixel involves 5 steps which are in order

read from memory = 100ns
write to IMS A100 = 100ns
IMS A100 processing, = 200ns 
read result from IMS A100 = 100ns
write result to memory = 100ns

This shows that the time to process a single pixel will be 600ns so that for a complete picture of size [512x512] 
a processing rate of 6 frames per second may be possible. While this may be achievable in theory there are 
several problems which lead to a reduction in this performance.

•  The data must be transferred both to and from the system, before and after processing. In practice 
this may take longer than the processing itself.

• The data must be read and then written by the processor, usually into an internal register, which will 
consume at least 2 extra cycles (100ns minimum)

• The data accessed by the processor will be in the form of a 2 dimensional array of pixels. The 
processor has to calculate the array subscripts for every pixel in the image, which will consume at 
least 4 processor cycles (200ns). The order with which pixels are loaded is not simply row by row 
and is described elsewhere, (section 13.3.4)

•  The nature of the convolution algorithm means that the image may need to be split up into small 
blocks, which must be overlapped, to give a continuous convolution of the entire screen. This will 
result in an inefficiency of between 10% and 50% depending on the size of the blocks and the degree 
of overlap.

• The algorithm implemented on the IMSA100 has a fundamental efficiency as described in sec­
tion 13.3.4. Equations are given for the calculation of this efficiency. The algorithm should be 
arranged so that the efficiency is better than 50%.

The effect of all these factors that a simple microprocessor based system is likely to have a processing rate 
of between 1 and 4 frames per second. Even this will require an high performance processor with optimised 
software.



13.3.6 Very high speed image convolution

In section 13.3.2 it is shown that complete images can be processed on the IMSB009 at between 1 and 4 
frames per second. In appendix A, implementation of the convolution algorithm running on the IMSB009, 
under an IBM PC environment is less than 1 frame per second. The actual IMSA100 processing time is only 
200ns per pixel, which is less than 10% of the total processing time. As the IMSA100 device is such a fast 
device it seems wasteful to reduce the performance to this extent. In practice, many users of the IMS A100 
will wish to extract full performance which requires a hardware design.

Faster speeds require a slightly altered algorithm and dedicated hardware. The following describes a hardware 
implementation capable of processing speeds up to 20 frames per second. The hardware setup is shown in 
figure 13.12 This figure illustrates the hardware required to perform a [3 x 3] convolution on a [512 x 512] 
image. Larger convolutions on larger images are possible with the addition of extra hardware. For example, 
a [31 x 31] image convolution could be done using 31 IMSAIOO’s and 30 sets of shift registers. Each shift 
register has a 512 + 32 stage delay.

Figure 13.12 Hardware for real time image convolution

In the example shown, 2 rows of data are stored in long shift registers, while the third row enters the data 
input port of the first IMSA100 in the cascade. The first IMSA100 in the cascade has its cascade inputs 
grounded, while all other IMSA100 devices have their cascade inputs connected to the data outputs of the 
previous IMSA100 in the cascade.

The arrangement ensures that 2 pixels one above the other in an image are fed simultaneously into the 
cascade input and data input of each IMSA100. The IMSA100 devices will process one line of pixels at a 
time, and the entire image will eventually pass through every IMSA100. Because the system is fully pipelined 
this results in no performance degredation.

Each stage of the cascade requires an IMSA100 and a long shift register. The IMS A100 is like a 32 stage 
delay element, where the cascade input delayed by 32 stages is added to the data input after it has been 
through a 32 stage multiplier-accumulator array. The 32 stage delay of the IMSA100 means that the shift 
register delay must be a single line delay (512 pixels in this case) plus 32 stages.

The data throughput rate depends on the coefficient size selected for the IMSAIOO’s, and is unaffected by 
the number of stages. If 8 bit pixels with 8 bit coefficients are selected, a data rate of 5 KHz is achieved. For 
a [512 x 512] image this gives a convolution time of one frame in 50 mS. This is a frame rate of 20 Hz with 
faster speeds achieved by selecting regions of interest or multiplexing frames between several boards.



As a further example application, it is required to pass a [31 x 31] pixel kernel template over a [1024 x 1024] 
image at 50 frames per second. Processing will require 310 IMSA100 devices, segmented over several 
boards. One configuration would use 30 [1024 + 32] delay stages, and would require 31 IMSA100’s to 
process the image in 200 ms. Therefore 10 such boards would be required, and a means of multiplexing the 
individual images at a bandwidth of 50 Mpixels per second. This is mainly a problem of data distribution. The 
processing problem has been solved by the capability of the IMS A100.

13.4 Conclusions

This application note has shown how the IMS A100 may be used to perform fast processing of digital images.
Some typical image processing functions have been described, including edge detection and filtering of a
picture.

The versatility of the IMSA100 has been shown by the following observations.

•  The IMS A100 is capable of processing images at real time speeds, 20 frames per second, and a 
hardware implementation of this has been described. This processing rate is possible because of 
the high speed sampling rate of 10 million pixels per second of the IMSA100.

•  It is simple to build a lower performance system consisting of several IMS A100s and a micropro­
cessor, with a capability of processing at between 2 and 4 frames per second. The simplicity of the 
microprocessor interface which turns the device into a memory mapped peripheral helps to achieve 
this.

•  Identical hardware implementations can be used for different sizes and types of 2-Dimensional 
filters. It is therefore not difficult to modify the signal processing algorithm after the hardware design 
is complete. This is eased by the general capabilities of the IMSA100 for many signal processimg 
applications, involving the implementation of specific algorithms on the general purpose architecture.

• Even after hardware design is complete it is possible to increase or reduce performance as neces­
sary, simply by increasing or reducing the number of IMSA100 devices in the system. This is only 
possible because the device is designed specifically so that several may be used in parallel.

13.5 Recent advances -  the IMS A110

The IMS A100 is the first in a family of DSP devices, and the observant reader will realise that there are 
several inefficiencies with using the IMSA100 for 2 dimensional convolution. For this reason, INMOS have a 
dedicated device aimed specifically at 2D convolution applications.

The device, known as the IMS A110, has an architecture similar to that shown in figure 13.12. The device han­
dles 8 bit data and a single device is capable of performing 7x3 image convolution at a rate of 20 M samples 
per second (4 times as fast as the IMSA100). Further, the line delay elements, as shown in this figure, are 
integrated onto the chip so that the device can process video signals directly, without any frame buffering. 
The device has several other useful features including

• Cascadability. It is possible to perform convolution in any multiple of 7x3, so for example 14x3, or 
7x6  or 21x9 convolution is possible. No additional hardware is required for this, only a multiple of 
IMSA110 devices.

• An output look up table. At the output of the device is a look up table which may be modified across 
a microprocessor interface. This facilitates such useful things as dynamic range enhancement and 
operates at the full speed of the device.

• A max/min register and statistics monitor post processing unit. It can be very useful to 
monitor the magnitude of signals passing through the device, and this can be done without stopping 
processing.

The IMSA110 achieves all this by having on-chip programmable delay lines, and an on chip post-processor 
for data transformation, as well as the the basic 21 stage multiplier-accumulator. It is dedicated to high



speed video applications, and minimises system hardware requirements in these applications. The IMSA100 
by contrast, is a general purpose device which can for example perform 2 dimensional FFT calculations, 1 
dimensional FFT, convolution, correlation and complex processing on 16 bit data.

Despite the advantages of the IMSA110 in video applications, it may be practical to use the IMSA100 for 
large 2-Dimensional convolution sizes. For example, a 28x30 convolution would require 40 IMS A110 devices. 
The same could be achieved with 28 IMS A100 devices, plus line delay elements.

13.6 Implementation of convolution on the IMS B009

One possible application of the IMS A100 cascadable signal processor is the processing of two dimensional 
images, such as those obtained from a TV camera. The analogue signal from the camera must first undergo 
analogue to digital conversion, and may then be presented to the IMS A100 for processing. The size of the 
image used in this application note is by convenience [512 x 512] pixels. The reason why this size was 
selected was that a camera and frame grabber board were readily available. The IMSA100 is capable of 
processing any size of image including, for example, larger images such as high resolution satellite pictures 
of the earth.

This section shows how the IMS A100 may be used to process a [512 x 512] pixel image. The work described 
involves no hardware design and uses two standard boards supplied for the IBM PC. This shows how the 
IMSA100 can be used to perform 2 dimensional filtering, convolution or correlation.

The system, shown in figure 13.13 is composed of a camera, monitor, digitising frame grabber board and 
IMSB009 board. Both the frame grabber board and the IMSB009 [5] board are standard plug in boards for 
the IBM PC.

Software which controls the system runs on the IBM PC host processor and is written in Turbo Pascal, 
Version 3.0. This program commands the frame grabber board to grab images which are then transferred to 
the IMSB009 via the IBM PC host processor. The image is then transformed, using the convolution algorithm 
running on the IMS B009, and transferred to the frame grabber board to be displayed on the monitor. It is 
also possible to dump pre-processed and post-processed images to disc. This can be useful where further 
processing is required. The software running on the IMS B009 is written in Occam, although it could also be 
written in C or Pascal. A knowledge of occam will be helpful for a full understanding of the implementation



of this algorithm. The program is a modified version of the IMSD703 development software [5], which is 
generally available for DSP development with the IMS A100.

The image transformation technique uses a 2 dimensional image convolution algorithm, and is demonstrated 
by performing edge detection and filtering on an image. The purpose of the computer program is only to 
demonstrate the technique, not to investigate the enormous number of image transformations which are 
possible. The program enables further investigation of 2 dimensional convolution kernels with the minimum 
of effort. This program is not available as a product but may be obtained by contacting the DSP group based 
at Bristol.

The performance of the system does not utilise the full performance of the IMS A100. There are two major 
reasons for this. Firstly, all the data which is processed by the IMS A100 is transferred between the processor 
and IMS A100, across a comparatively slow memory interface. Secondly, all the data is transferred to the 
processor across comparatively slow links. The net effect of these factors is to reduce the effective data 
rate by between 1 and 2 orders of magnitude. The bandwidth possible through the dedicated ports of the 
IMSA100 is 10 Mbytes/sec. This bandwidth yields a maximum frame rate of 20 frames per second, while 
the performance shown in the rest of this section is no better than one frame per second. A brief description 
of how to obtain full performance from the IMSA100 is given in section 13.3.6.

13.6.1 Frame Grabber support

The frame grabber board is a card available for the IBM PC which can perform frame grabbing operations on a 
video signal from an external source. The board used is a matrox PIP-1024 capable of storing a [1024 x 1024] 
image or 4 individual [512 x 512] images, with a resolution of 8 bits per pixel.

Figure 13.14 Frame grabber hardware support

The board can be used in conjunction with the IBM PC host processor to perform various signal processing 
functions, such as horizontal and vertical line detection, using a [3 x 3] image convolution algorithm. Using the 
IMS A100 devices on the IMSB009 results in a factor of 5 performance improvement. A dedicated hardware 
implementation using the IMSA100 will achieve at least a factor of 50 performance improvement.

The board is used to continuously grab pictures and display them, to freeze frames, grab single frames and 
to accept single frames from the IBM PC bus which may then be displayed. The board is controlled directly 
by the Turbo-pascal program which runs on the IBM PC host processor.

13.6.2 The IMS B009 hardware

An overview of the IMS B009 is shown in figure 13.15 , and a more detailed description of the key components 
is shown in figure 13.16 The IBM PC host processor communicates with the IMSC011 across the IBM PC 
data bus. Conversion into the standard inmos link protocol is performed by the IMSC011, and an optional link 
jumper is used to connect this link to one of the links of the IMST414. A further fixed serial link communicates



with the IMST212. There are several other links which may optionally connect to other parts of a system. 
It is possible for example to connect several IMS B009 boards together and form a larger system. Another 
possibility is to use several links between the IMST414 and IMST212 to increase communication bandwidth.

Figure 13.15 IMS B009 overview

The 64 Kbytes of SRAM act as program and data memory for the IMST212. The high speed data in and data 
out interfaces to the IMSA100 cascade are available at an external connector, for maximum speed operation 
of the IMSA100 cascade. In this application all data input/output is performed by the IMST212, across the 
slower microprocessor interface with the IMSA100.

The 4Kx12 SRAM look-up table, multiplexer and address decoder are used to speed the transfer of data 
during processing. The flow of data during the application of a typical signal processing algorithm will be from 
the frame grabber, across the IBM PC data bus, through the IMSC011 link adapter and into the memory of 
the IMST414. Data is then transferred using the transputer block move engine, across the transputer link, at 
about 900 Kbytes per second, into the memory of the IMST212. The data is then processed by the IMST212 
in combination with the IMSA100 cascade and the result transferred to the IMST414. From the IMST414 
the result may be transferred back to the IBM PC host processor, either to be filed on disc or to be displayed.

The IMSB009 also has a direct interface between the IBM PC bus and the IMSAlOO’s. This is only used 
when the IMST212 is disabled. This mode of operation of the IMSB009 is not used in this application and 
will not be discussed further. The use of this interface is for slow access to the IMSA100 from a program 
written in any programming language on the IBM PC.



DIN 41612 connector

Figure 13.16 Key components of the IMS B009

13.6.3 Transputer block move capability

The transputer block move capability is used to transfer data at maximum memory bandwidth, from one 
position in memory to another. This following describes the mechanics of the block move, and shows how it 
is modified so that it may be specifically used for this application.

The technique uses hardware external to the transputer to modify memory accesses. Therefore the transputer 
is not in total control of what is happening during the block move. The transputer is responsible for the 
initialisation of the external hardware prior to execution of the block move operation. This technique, while 
useful for improving performance, requires caution for its use.

All transputers have dedicated hardware support for moving blocks of data from one area of memory to 
another. The IMST212 doing a block move on the IMSB009 will transfer a 16 bit word from one memory 
location to another in 300ns, with 150ns required for the read operation and 150 ns for the write operation. 
One possible Occam implementation is given in the code below. In this case 1024 words are transferred from



position #4000 to #5000. The compiler deals with setting up the counter and address registers.

[1024]INT arrayl:
[1024]INT array2:
PLACE arrayl AT #4000 :
PLACE arrayl AT #5000 :
SEQ

Load array with source data 
Arrayl := Array2

The block move capability can be used to transfer data into and out of the IMS A100 devices extremely quickly. 
However, the data must be in the correct order and word aligned. If processing is required to position the 
data correctly in memory, then the performance of the system will be impaired.

The sequence of operations required to access the IMSA100 devices from the IMST212 is a read from 
memory followed by a write to the DIR 2 register, followed by a read from the DOL 3 register followed by a 
write to memory. There is little similarity between the simple transputer block move operation and the transfer 
of data into and out of the IMS A100.

The hardware required to modify the simple block move operation is an address decoder and look-up table 
(LUT), which are included as part of the IMST212 memory interface. Whenever a memory address is output 
by the IMST212 and the LUT is active the address is translated by the LUT. The 4Kbytes of LUT are used 
to convert a block of sequential addresses into an arbitrary sequence of addresses, with no processing 
overhead.

In addition to the address translation LUT the address output by the IMST212 is decoded along with the 
information of a read or a write cycle. The result is used to decide if a write to the DIR register, a read from 
the DOL register, or a normal read/write cycle is required.

For the 2-D convolution, data is placed in the memory of the IMST212 one pixel at a time and one line at 
a time. However, the pixels are loaded into the DIR register of the IMSA100’s one column at a time. The 
address translation LUT is used to map the rows of pixel data into columns of pixel data so that the data 
enters the IMS A100 cascade in the correct order. In exactly the same way the output data from the IMS A100 
is in columns and must be translated into rows, so that it may be redisplayed on a monitor.

The size of the LUT enables 4096 possible translations, half of which are used for the data input, and half of 
which are used for the data output from the IMSA100 cascade. Therefore it is only possible to have a block 
of data of 2048 pixels. This means that for example an image of [512 x 512] pixels must be split into, say, 
128 blocks each with [16 x 32] pixels. For efficency reasons it is best to keep the blocks as close to square 
as possible.

The sequence of operations involved with a 2-D convolution is as follows:

1 Read from memory through the address translation LUT so that the correct pixel is accessed.

2 Write pixel to the DIR register of all the IMSA100’s in the cascade.

3 Read result of the convolution from the DOL register of the last IMS A100 in the cascade.

4 Write result to memory location given by the address transtation LUT.

The result of doing this operation for every pixel in the block, is stored sequentially in memory and is then 
transferred across the transputer link to the IMST414, where all the blocks are recombined into one image. 
The complete image is then transferred to the matrox board to show the result of the convolution.

2The DIR register is the Data Input Register

3The DOL register contains the Low byte of Output Data



13.6.4 Implementation of the 2D convolution algorithm

The convolution algorithm is implemented in occam on the IMS B009 which consists essentially of 2 processors 
running in parallel. The main purpose of these processors is to prepare the data for processing by the 
IMS A100 devices. This following description gives the details of this implementation with respect to both the 
hardware and software.

The IMS T414 and IMS T212

The IMST414 module with 1 megabyte of memory is connected to the IBM PC host processor via a link 
adaptor. This processor runs the main program and also stores the complete image buffer and result of the 
convolution. Both the result of convolution and the image buffer contain 256 Kbytes of image data.

The IMST212 handles reading and writing of data across the IMS A100/IMST212 memory interface. All data 
processed by the IMSA100 passes across this interface.

The IMST212 which is connected to the IMST414 by a transputer link, runs several specialised procedures 
and has limited data space for the storage of images. Therefore, the IMST212 will at any moment during 
program execution be processing only a small portion of the image. The following program runs on the 
IMST414 processing individual blocks of the image one after the other. The operation is described below in 
pseudo-occam. Notice that the three dots at the beginning of some lines hide code within them.

PROC 2D.convolve(VAL [][]BYTE input.image, [][]BYTE convolved.image)
... calculate block sizes, rows and columns 
... set up address mapper 
SEQ block.row = 0 FOR total.block.rows 

SEQ block.col = 0 FOR total.block.cols 
SEQ

... Calculate new pixel coordinates of the block

. . . Dump block of input image array to IMS T212 from IMS T414
Convert data into IMS A100 format 
Flush IMS A100 cascade

. . . Block move data through IMS AlOO's (DO THE REAL WORK)

... Convert result into bytes 

... Send result from IMS T212 to IMS T414

... Place result into convolved image array (final result)

The block sizes, the number of blocks in each row and the number of rows in each image are first calculated 
and apply for the duration of the convolution of one entire [512x512] pixel image. Each block is made up of a 
precalculated number of rows and columns of individual pixels. The maximum number of pixels in each block 
is 2048 pixels. This is a limitation of the address mapper which can perform a maximum of 4096 address 
translations, 2048 for input and 2048 for output. Without this address mapper the pixel data would need to 
be reordered by the transputer, which is extremely time consuming. The address mapper makes possible 
arbitrary address sequences, so that data in the transputers memory space may be in any arbitrary order 
prior to processing by the IMS A100.

The address mapper is set up once before processing the image. The code to do this is as follows:

SEQ
SEQ 1 = 0  FOR block.size 

SEQ
j := 2 * 1
mapper.array[j] : = i
mapper.array[j+1] := block.size + 1
write array to mapper

This address mapping, between the memory and the transputer, enables the use of the transputer block 
move engine. Under normal operation the block move engine transfers a block of data in contiguous memory 
to another position in memory one word at a time at maximum speed. This is considerably faster than doing 
individual read/write operations.



In order to use this block move facility without the address mapper the data would need to be interleaved 
with the result. This would lead to inelegant and inefficient software, and it is much better to have arrays in 
contiguous memory. The transputer is reading and writing at consecutive locations, but the external hardware 
is ’’cheating” so that the transputer is actually reading or writing at locations defined by the address mapper. 
The previous piece of code is used to set up this interleaved addressing.

The operation of passing data through the IMS A100’s may be considered as 4 distinct actions, which use up 
two transputer block move cycles.

During the first block move, data is read from the address mapped memory location output by the transputer. 
The transputer then attemps to write this data to the block move output address. However, the external 
hardware recognises this cycle and intercepts it, so that data is written to the DIR register of all the IMS A100’s 
and not to memory. During the write to DIR the address mapper is unused.

During the second block move, the transputer attempts to read from the next memory location of the input 
array. However the external hardware again recognises this and the data is read from the DOL register of 
the last IMSA100 in the cascade. The transputer then attempts to write data to the next memory location of 
the output array. However this is again intercepted and the data is written to the address mapped memory 
location output by the Transputer.

The net effect is that the image block residing in IMST212 memory is passed through the IMSA100 DIR 
and DOL registers and the convolution result read from the DOL register now resides in contiguous memory 
ready to be transferred back across a transputer link to the IMST414.

Performance

The performance of this setup is easily calculated as the sum of the time for two transputer block moves (2 
x 300ns for IMST212 with 1 wait state) plus the time for a single cycle of the IMSAIOO’s (200 ns for 8 bit 
coefficients). This gives a total pixel transformation time of 800ns.

To obtain the time required for the convolution of a complete image it is only necessary to calculate the 
number of blocks of pixels comprising a complete image. As will later be shown the number of blocks is not 
just a function of image size, but depends on the size of the convolution kernel, and the number of pixels in 
each block.

The best possible performance assumes that 256K pixels each require 800 ns of processing. This corresponds 
to a processing rate of 5 frames per second. In other words the performance degredation caused by using 
a memory interface, as opposed to using the dedicated cascade and data ports, to get the data into and out 
of the IMSA100 yields 25% of the available performance of the IMSA100. As will now be explained, the 
actual frame processing rate will be somewhat less than this, because the blocks of image data comprising 
the complete image must be overlapped.

Image segmentation

The image is segmented into several blocks of pixels. This is illustrated in figure 13.17. In this example each 
block overlaps in both the x and y directions dependent on the size of the convolution kernel. This image 
convolution kernel with size [5 x 5] requires an overlap of 4 pixels on each edge. If this is not done the result 
of the convolution of the image will have vertical and horizontal lines of incorrectly convolved data running 
down and across.

Overlapping of image blocks means that pixels at the edge of a block will be passed through the IMSA100 
twice. This does not matter except that the time to process an entire image will be increased. Also pixels 
at the edge of the image must be ignored. In this example the 2 outermost pixels at the edge of an entire 
frame do not contain useful information.

To process a single block will require the processing of 144 pixels, only 64 of which will be valid. This 
represents 44% efficiency for processing the entire image. The larger the kernel or the smaller is each 
individual processing block, the less efficient is this technique of image segmentation. Unfortunately this 
technique is the best that can be done using the IMSB009, with data transfer across the relatively slow 
memory interface.



Thresholding and scaling using software LUT

A software LUT is used to do scaling of the data output from the DOL register of the IMS A100. Thresholding 
has not been done though it is simple to add.

The data from the camera consists of [512 x 512] pixels each with 8 bit grey scale. Each pixel is operated 
upon by the convolution kernel, which may have negative components. This operation is done inside the 
IMS A100 and the result of the convolution for each pixel may be either negative or positive. Also, because 
the data is only 8 bits, the limits are -128  to +127. As these numbers are inappropriate for output to the 
monitor, scaling is applied to convert into a grey scale value between 0 and 255. However, if the values 
output by the IMSA100 are known to be positive, because all the kernel elements are positive, the output 
does not require scaling. The program enables the optional use of a predefined software LUT in order to 
create images with the maximum dynamic range.

The LUT facility can be used for other techniques such as non-linear scaling and thresholding. A side effect 
of the thresholding operation is further deterioration of performance. Each pixel must be read from memory, 
transformed through the LUT and written back to memory. This takes 800 ms (40-50 cycles) for the IMST414, 
with all the data in off-chip memory. The operation in Occam is

pixel[i][j] := table[pixel[i][j]]



Transfer of image across links

Data transfer across links involves the transfer of 512 Kbytes of data which will take approximately 500 ms 
using a single 20Mbit/sec link. Also, because of the image segmentation method described earlier, the 
perimeters of each image block will in effect be transferred twice. This inefficiency is worse for large kernel 
sizes and small block sizes.

In the examples used in this application note the time taken for data transfer lies between 500 ms and 1000 ms.

13.6.5 The Demonstration Program

The following information is only relevant to users of the IMSD703 [5] software, which is available from the 
DSP group, based at Bristol. Readers not using this software can ignore the following.

The demonstration program can be used to execute several functions including the convolution of a single 
image. Images may be grabbed from the frame grabber board and processed, and the result may be 
displayed. Also the original images and convolution results may be stored on disc, although a lot of disc 
space is required at 256 Kbytes per image. An image can also be read from disc instead of from the frame 
grabber which is useful if images need to be processed several times. Storing away this amount of data is 
however quite slow. An optional post processing program is also available which transforms these grey scale 
images on disc into postscript format. The pictures in this document are created in this manner.

IMS D703 Development software

The program operates a modified version of the IMSD703B development software. For more information on 
this please consult the IMS D703 user guide and reference manual. Briefly the differences are as follows:

•  The routines for accessing the matrox board are included in the software but not with the standard 
IMS D703.

•  Routines which enable byte wide data to be transferred across the links between the IMST212 and 
IMST414 have been enabled. With the IMSD703 all data is transferred as 16 bit words both to and 
from the IMST212. The 16 bit word format is directly suitable for the IMS A100’s assuming the use 
of 16 bit coefficients. The IMSA100’s process data in 400 ns in this mode.

•  Because only 8 bit data is used in this application (8 bit grey scale) it would be very wasteful to transfer 
16 bit words as half the data would be redundant. However, the 8 bit data must be transformed into 
16 bit data with the top 8 bits held low (zero). This is because the IMSA100 does require 16 bit 
data even when in 8 bit coefficient mode.

•  The 5 applications in the IMSD703 system have been removed, and replaced by the single appli­
cation. It would be possible to add this application to the original 5 but because this application 
uses a lot of memory, (512 Kbytes for the image buffers alone) it was found that the 6 applications 
overflowed the 1 Mbyte of memory on the IMSB009-2. This may be aleviated in the future when 
modules with 2 mega bytes or more are available.

Injection of noise onto images

The program has a facility to add random noise onto an image. The reason for doing this is to show the 
benifit of large convolution kernel sizes.

Qualitatively, the effect of a large kernel is to locally average pixels surrounding a pixel point. This results in 
a blurring of the image but does give the effect of reducing noise. This is the analogue equivalent of a low 
pass filter.

Convolution kernel file

A convolution kernel file is read by the program each time it is executed. This means that many convolution 
kernels may be investigated without the need for recompilation of the program. An example format of this file 
is given below. It is only necessary to edit this file to investigate any number of convolution kernels.



The file must start with the number of convolution KERNELS. When the program runs, 4 kernels in this 
example will be sequentially executed, and the resultant image for each is displayed on the monitor. Each 
KERNEL has an optional description which is shown simultaneously while the convolution is being done. The 
SIZE of each kernel must also be given. This is used to check for correctly entered kernel elements. The SCALE is multiplied by each element of the kernel to give the resultant convolution kernel. The SIGN is 
used to determine the software LUT which operates on the output of the IMSA100. There are 2 possible 
LUTs available for the existing program, V  which assumes that all elements in the array are positive and 

which accepts either positive or negative integers. These LUTs are used because the IMSA100 is a 2’s 
complement integer machine, and it is therefore necessary to know if the output from the IMS A100 requires 
conversion or may be assumed positive.

It is possible to add other software LUTs, for example to do nonlinear scaling and saturation control. As 
different convolution kernels may require different output conversions through the look-up table this attribute 
is made individual to each kernel.

KERNELS 4
KERNEL Simple filter 
SIZE 3 SCALE 28 SIGN +
ROW 1 1 1  
ROW 1 1 1  
ROW 1 1 1  

FINISH
KERNEL Simple filter 
SIZE 9 SCALE 3 SIGN +
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  
ROW 1 1 1 1 1 1 1 1 1  

FINISH
KERNEL Sobel Operator Edge Detection 
SIZE 3 SCALE 32 SIGN - 
ROW -2 -1 0
ROW - 1 0 1  
ROW 0 1 2

FINISH
KERNEL 
SIZE 9 
ROW 
ROW 
ROW 
ROW 
ROW 
ROW 
ROW 
ROW 
ROW 

FINISH

Sobel 
SCALE 
-7 -7 
-7 -7 
-7 -7 
-4 -3 
-3 -4 
-4 -3 
0 0 0 0 
0 0 0 4

-3 -4 0 0 0
-4 -3 0 0 0
-3 -4 0 0 00 0 4 3 4
0 0 3 4 3
0 0 4 3 4
3 4 7 7 7
4 3 7 7 7
3 4 7 7 7

Operator Edge Detection 
1 SIGN - 
-7 -4
-7 -3
-7 -4
-4 0
-3 0
-4 0
0 4
0 3

FINISH kernel file
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