




















































































































































































































































































































































































































































































































































































Programming Techniques 

10.8 RE-ENTRANT PROGRAMS 

Often in computer systems, two or more distinct 
processes seem to be running simultaneously. 
Actually, the computer alternates between these 
processes, dropping each one in turn, then picking 
it up at the point at which it was dropped. Since 
the CPU's most fundamental resources are generally 
not duplicated, the two processes share them. For 
example, the values of the FCW and the PC being 
used for one process must be saved before they are 
set to the values appropriate for the next 
process. There are other resources that may need 
to be saved, such as the general-purpose registers 
and memory. The context of the processes is the 
total set of registers and memory that needs to be 
saved for each process when it is suspended and 
later restored. The operation of saving one 
context and restoring another is called context 
switching. 

Calling Program (in segment 6) 

A re-entrant program is a program that can be used 
simultaneously by two or more processes. A 
program is re-entrant if, and only if, it refers 
only to registers and memory locations that are 
included in the process contexts. 

One example of concurrent processes arises when 
interrupts are used. In this case, the CPU 
provides for the automatic saving of the PC and 
FCW. Let us assume that we are working with a 
system in which every interrupt-processing routine 
saves and restores RRO and RR2. Figure 10-14 
shows three pieces of code that form the basis of 
an extended 11 tustration of how re-entrancy is 
achieved. 

The routine MULTEN is re-entrant, since it refers 
only to registers and memory locations in the 
context assumed above. The references to RR14(H4) 
are to a location in the context. This is because 
the contents of RR14 (or R15 in the nonsegmented 

100 93E3 
102 5FOO 0600 2000 
108 97E3 

PUSH ®RR14,R3 
CALL MULTEN 
POP R3,®RR14 

! Put argument on stack! 
!Multiply it by 10! 
!Return argument to R3! 

10-16 

10A 

MULTEN Program (in segment 6) 

2000 31E1 0004 
2004 B02A 
2006 9920 
2008 33E1 0004 
200C 9E08 

MULTEN: LD R1,RR14(H4) 
LOK R2,H10 
MULT RRO,R2 
LO RR14(H4),R1 
RET 

Interrupt-Processing Program (in segment 8) 

600 91EO IROUT: PUSHL ®RR14,RRO 
602 91E2 PUSHL ®RR14,RR2 
604 31EO 0008 LO RO,RR14(H8) 
608 93EO PUSH ®RR14,RO 
60A 5FOO 0600 2000 CALL MULTEN 
610 97EO POP RO,®RR14 

!Get argument! 
! Constant Multiplier! 
! 10 x argument! 
!Replace arg with result! 

! Save! 
registers! 

!Get "reason"! 
!Compute! 

10 x "reason"! 
!RO gets 10 x "reason"! 

------------------ !(Perform other tasks)! 
630 95E2 POPL RR2,®RR14 ! Restore! 
632 95EO POPL RRO,®RR14 registers! 
634 7BOO IRET 

Figure 10-14. Re-entrant IIlLTEN Routine, a Calling Progr8lll, and an Interrupt-Processing Progr8111 



case) are implicitly saved and restored in 
switching to and from interrupt processing, and 
all memory locations at a positive offset from the 
base defined by RR14 are, in effect, separate 
copies of that portion of the context. 

The example shows how the execution of MULTEN, 
called from the code starting at 100, is 
interrupted to allow the interrupt-processing 
routine IROUT to run. In turn, IROUT calls MULTEN, 
so MUL TEN must work simultaneously in two 
contexts. 

This example follows the changing contents of the 
registers RO, R1, R2, R3, RR14, PC, and fCW, and 
shows the section of the stack used during 
execution of this portion of the program. figure 
10-15 lists the assumed initial values. 

Registers 
~ Contents 

RO 0000 
R1 1111 
R2 2222 
R3 0003 
RR14 (0400,009A) 
PC (0600,0100) 
fCW DBBO 

stack 
Address Contents 

(none used yet) 

Figure 10-15. Initial Values For Registers, 
PC and Few For [xaaple 

As the first instruction, at 100 of segment 6, is 
executed, the stack register value changes to 
(0400,009B) and stack location 9B contains 0003, 
the contents 0 f R3. The PC is incremented to 
(0600,0102), and everything else is unchanged. 
The next instruction is the call to MULTEN. 
figure 10-16 shows the status following that call. 

Register stack 
~ Contents Address Contents 

RO 
R1 
R2 
R3 
RR14 
PC 
fCW 

0000 
1111 
2222 
0003 
(0400,0094) 
(0600,2000) 
DBBO 

9B 
96 
94 

0003 argument 
010B saved PC 
0600 

Figure 10-16. Values After Call To 
MlLTEN FrOlR 102 
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figure 10-17 shows the situation after the first 
two instructions of Multen have been executed. 
Suppose at this point that an interrupt occurs and 
that IROUT is the processing routine. figure 
10-1 B shows the status immediately following the 
interrupt. The first two instructions of IROUT 
push RRO and RR2 onto the st ack • Then the 
"reason" is fetched and pushed onto the stack as 
an argument for the call to MULTEN. MULTEN is 
called, and after the first two instructions of 
MULTEN have been executed, we are exactly where we 
were before the interrupt. figure 10-19 shows the 
new status. 

Register 
~ Contents 

RO 0000 
R1 0003 
R2 OOOA (10 = %A) 
R3 0003 
RR14 (0400,0094) 
PC (0600,2006) 
fCW OBBO 

stack 
Address 

9B 
96 
94 

Contents 

0003 
010B 
0600 

figure 10-17 status Before the Interrupt 

Registers 
~ Contents 

stack 
Address Contents 

RO 
R1 
R2 
R3 
RR14 
PC 
fCW 

0000 
0003 
OOOA 

9B 
96 
94 

0003 92 
(0400,00BC) 90 
(OBOO,0600) BE 
OBOO* BC 

0003 
010B 
0600 
2006 saved PC 
0600 
OBBO saved fCW 
0005 "reason"* 

*To make the example concrete, assume a value of 
0005 for "reason" and an fCW value of OBOO 
associated with the interrupt. 

Figure 10-18. status I.-liately Following the 
Interrupt 

The stack locations 7E, BO, and B2 in figure 10-19 
play the same role as did 94, 96, and 98 in figure 
10-17. If the contents of stack locations 84 thru 
98 in figure 10-19 are covered up, there would be 
no essential difference between the two figures. 
The only record of the first execution of MULTEN 
is stored in these stack locations. Conversely, 
in figure 10-17, if the portion of the stack with 
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Register 
Name Contents 

Stack 
Address Contents 

RO 
R1 
R2 

0000 
0005 
OOOA 

9B 
96 
94 

0003 Argument & return address for first (interrupted) execution of 
010B MUllEN 
0600 

R3 0003 92 
RR14 (0400,007E) 90 

2006 CPU status & "reason" pushed automatically when the interrupt 
0600 occurred 

PC (0600,2006) BE DBBO 
FCW DBOO BC 0005 

BA 
BB 

0003 
0000 

RRO,RR2 values saved by IROUT (contain register values set 
during first execution of MULTEN) 

B6 0003 
B4 OOOA 
B2 0005 Argument & return address for second execution of MULTEN 
BO 0610 
7E OBOO 

Execution of MUllEN is at the exact point reached before the interrupt (Figure 10-17). Every 
value in Figure 10-17 is somewhere on the stack in this figure. 

Figure 10-19 Current and Saved Contexts for IIILTEN 

addresses 100 through 114 were shown (nothing 
tells us where the stack originally started), the 
context of a previous execution of MULTEN might be 
found. 

Assume that execution proceeds without further 
interrupts. MULTEN computes 5 x A and stores the 
result at stack location 82 [at RR14(U4)]. Its RET 
causes the contents of 7E and BO to be popped into 
the PC and execution resumes in IROUT, where the 
0032 (5 x A) is popped into RO and presumably is 
used in the "perform other tasks" section of 
IROUT. 

When execution in IROUT reaches 630, the RR2 and 
RRO values are restored from the stack. At this 
point, status is exactly as shown in Figure 10-1B, 
except that the PC (and possibly the FCW) has a 
different value. The execution of the IRET 
restores the saved values of PC and FCW, leaving 
the status originally shown in Figure 10-17. 

Register 
Name Contents 

RO 0000 

Execution of MUllEN proceeds at 2006 as if there 
had never been an interrupt. The result of 3 x A 
(lE) is stored in stack location 9B [R14(H4)]. 
The RET at ZOOC causes the saved PC to be restored 
from stack locations 94 and 96. Execution of the 
original program then resumes at lOB of segment 6, 
where the result of the multiplication is popped 
into to. lile status at tllis point is shown in 
Figure 10-20. All of the values here are exactly 
as they would have been if the execution of MULTEN 
had not been interrupted. 

This example also illustrates how the definition 
of re-entrancy depends upon the properties of the 
surrounding system. If RR4 and RR6 instead of RRO 
and RR2 had been preserved by interrupt-processing 
routines, then MUL TEN would not be re-entrant and 
it could not be called from interrupt-processing 
routines. 

Stack 
Address Contents 

(none still in use) 
R1 001E Result of MULT RRO,R2 
R2 OOOA Result of LDK R2,H10 
R3 001E Result of POP R3,®RR14 
RR14 (004,009A) 
PC (0600,010A) 
FCW DBOO FLAGS set by MULT RRO,R2 

Figure 10-20. Final Values for IIILTEN Routine 
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The MUL TEN example illustrates context switching 
triggered by interrupts. Another instance of 
re-entry, for which it is harder to provide a 
simple illustration, is a program shared by e 
number of cnncurrent processes, each doing 
apprmdmately the same thing. For example, a 
BASIC or Pascal timesharing system might have one 
copy of the interpreter that works on the user's 
programs "coocurrently," switching from one to the 
next either at the expiration of a "time slice" or 
when the user's program pauses for I/O. Each user 
would have an interpretable program and a 
temporary storage stack. These would be in the 
user's private memory and would be addressed using 
a base register and an offset (pseudo-PC) register 
for the interpretable program and a stack register 
for the stack. These registers and the other 
general-purpose registers used by the interpreter 
constitute the context to be switched. The 
re-entry of the interpreter depends upon its 
reference to the user's memory areas only through 
the use of the registers making up the context. 

10.9 CONTEXT SWITCHING 

In Section 10.7, we defined the context of a 
process to be the values of all registers and 
memory locations that need to be saved before 
another process running "at the same time" can 
have its turn at using them. In general, the 
context of a process consists of the entire 
register and memory contents, but in most 
applications measures are taken to keep the size 
of the context to a ml.mmum. fixed storage 
locations can be avoided, and the times at which 
context switches occur can be controlled. 

fixed storage locations must become part of the 
context of a process if some other process can 
change the contents between the time its value is 
set and the time it is no longer needed. On the 
other hand, a process that "ties up the loose 
ends" before another process can run can have a 
small context, even though it may use and abandon 
many registers and locations during the period in 
which other processes cannot run. The recursive 
subroutine QUICK presented in Section 10.13.6 is 
an example of this phenomenon. 

In most context-switching schemes, the stack is 
used for storage of all or part of saved process 
contexts, as illustrated in Section 10.8. Saving 
registers on the stack is accomplished efficiently 
by using the LDM instruction. For example, 

DEC R15,/116 
DEC R15,/112 
LDM @RR14,RO,/114 

Programming Techniques 

!Can't decrement by 28! 
! all at once! 

causes registers RO through R13 to be saved on the 
RR14 stack. 

Saving control registers, if necessary, is 
accomplished by loading them into registers and 
then saving the registers. If it is necessary to 
save the FCW explicitly, care must be taken that 
the saving operations do not affect the flag bits 
before they are saved or after they are restored. 
For example, the DEC instruction affects V, Z, and 
S, so after the above instructions have been used 
to save the registers, it is too late to save 
flags. A variation on the preceding code that 
saves flags is: 

PUSHL @RR14,RR12 
LDCTL R12,FCW 
SUB R15,/124 
LDM @RR14,RO,/112 
PUSH @RR14,R12 

!Make room to work! 
!Get FCW into R12! 
!finish saving registers! 

! Save FCW! 

Of the control registers, the Normal Stack Pointer 
is the one most likely to be part of a process 
context in a multi-processing system. To save it, 
the following instructions are added to the above: 

LDCTL R12,NSPSEG 
LDCTL R13,NSPOFF 
PUSHL @RR14,RR12 

If fixed locations are part of the process 
context, their contents also must be saved. In 
the code shown in Figure 10-21, assume that RR2 
contains the address of a list of fixed word 
locations whose contents must be saved. Assume 
that the list is terminated by a double word, -1. 
This code causes the contents of these locations 
to be saved on the stack, each accompanied by the 
corresponding address. 

LOOP: LDL RR4,@RR2 
CPL RR4,/1-1 

DONE: 

JR EQ,DONE 
LD RO,@RR4 
PUSH @RR14,RO 
PUSHL IiRR14,RR4 
INC R5,/14 

JR LOOP 

!Get next item! 
!Test for terminator! 
!Done if -1 encountered! 
! Get contents! 
!Save both! 

!Increment list pointer! 

Figure 10-21. EX8IIIPle, Saving Contents of 
Fixed Locations ~to Stack 
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10.10 INTERRUPTS 

An interrupt forces a context switch. Since there 
is almost no control of the time a switch to the 
interrupt context occurs, interrupt routines must 
save and restore the values of any registers, 
control registers, or memory locations they use. 
(An exception is a memory location purposely 
changed by the interrupt routine, such as a flag 
indicating that output of a given line of text is 
finished. ) 

Before interrupts can be used, the linkage between 
the interrupt and the processing routine must be 
established. This is done using the Program 
Status Area (PSA) and the Program Status Area 
Pointer (PSAP). The format of the Program Status 
Area is described in Chapter 2.7.2. In the PSA, a 
CPU status (FCW and PC) is specified for every 
allowed interrupt type. In contrast with machines 
that used fixed memory locations for such 
interrupt response definition, the PSA of the 
lBOOO can be anywhere in program memory so long as 
it is on a 256-byte block boundary (that is, the 
last eight bits of its address are zero). This 
means that the PSA can be assembled with the 
program without conflicting with the loader's use 
of the interrupt facility. The only thing 
remaining to be done at initialization time is to 
set up the PSAP and then to enable interrupts. If 

the PSA begins at PSALOC, setting up the PSAP can 
be done by: 

LDA RRO,PSALOC 
LDCTL PSAPSEG,RO 
LDCTL PSAPOFF,R1 

The use of interrupts for input or output of data 
requires communication between the program 
requesting the input or output and the associated 
interrupt-processing routines. Furthermore, an 
,interrupt-processing routine must communicate with 
itself; that is, whenever an interrupt occurs, it 
must know exactly what it is doing and how far 
along it is. 

The solution to providing communication between 
interrupt and application routines and to 
providing temporary storage for the interrupt 
routines is a set of fixed memory locations (often 
called a process status b lock or context block) 
containing pointers, counters, flags, etc. 

When the application routine needs to perform an 
I/O operation, it calls on an initiator routine. 
For example, it may need to send the ASCII 
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characters for "HELLO" to a CRT screen. The 
initiator program sets a pointer in the context 
block to the zero-terminated string of ASCII 
characters for "HELLO" provided by the application 
program, and it sets a flag in the context block 
to "BUSY." Then it does whatever is necessary to 
assure that output interrupts for the CRT screen 
begin to occur. As each interrupt occurs, the 
processing routine transmits another character of 
the string and advances the pointer in the context 
block. When the pointer reaches the terminating 
zero, the interrupt routine sets the flag in the 
context block to "DONE." Meanwhile, the 
application program can be doing other things. If 
it needs to output another string, it waits for 
the flag to change from "BUSY" to "DONE." It can 
enter a loop in which all it does is test the 
flag, or it can do other things while the output 
proceeds. 

This sort of communication between tasks 
proceeding under interrupt and application 
programs is sometimes used to implement an event­
driven timesharing system. Instead of entering a 
loop to wait for the flag to change from "BUSY" to 
"DONE," the program defers to other tasks, 
allowing them to execute until they too are held 
up waiting for an I/O operation to be completed. 

10.11 INITIAlIZATION 

For the programmer responsible for the entire CPU 
instead of simply providing programs to run under 
some system, the sequence of operations following 
a cold start (reset) is important. 

Execution begins when the CPU fetches its CPU 
status (FCW and PC) from instruction memory 
addresses beginning at segment 0, offset 2. The 
FCW is at offset 2, the PC at offset 4. If an 
external memory-mapping unit is in use, it must be 
capable of dealing properly with these initial 
fetches, even before any code is executed to 
establish memory-mapping parameters. 

The PC value at location 4 is the address of the 
first instruction to be executed. The FCW value 
should leave the CPU in System mode and segmented 
operation (unless the CPU is a ZB002) with all 
maskable interrupts disabled. The nonmaskable 
interrupt (NMI) should be disabled at this point 
also, but that is impossible, so the system must 
be designed so that the NMI cannot occur 
immediately after a reset. 



The initialization code first sets the PSAP to 
point at the previously assembled PSA. The 
implicit stack register (R15 or RR14) must then be 
set. If an external memory mapping facility is 
used, its parameters are set up as soon as 
possible. Until then, it must continue to handle 
all instruction, data and stack references 
properly. Once the stack register and the PSAP 
are properly initialized, interrupts can be 
enabled. If the Refresh register is to be used, 
it is initialized during this sequence. 

10.12 PROGRAMMING fOR BOTH SEGMENTATION MODES 

It is important for zaooo programmers to know how 
to write programs for operation in one segmenta­
tion mode that can be adapted for use in the other 
segmentation mode with minimal alterations. The 
only way two modes differ is in the format of 
addresses--in instructions, in general-purpose 
registers, in the PC, in control registers, and on 
the stack after subroutine calls, traps, or 
interrupts. Therefore, the solution to this lies 
in finding mode-independent ways of handling 
addresses. Addresses are manipulated by programs 
in many ways. The most common are: 

• Loading them into registers 

• Performing arithmetic on them 

• Using them in the Indirect Register, Base and 
Base Index addressing modes 

• Moving them out of registers and into memory 
or onto the stack 

ADREG = R2; ADOFF R2 
SAVREG = R4 
SR = R15 

LDA ADREG,XYZ 
LO RO,®ADREG 
INC ADOFF, lIZ 
LD R1,®ADREG 
PUSH ®SR,ADREG 
LD SAVREG,ADREG 
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The two program fragments shown in Figure 10-22 
are segmented and nonsegmented versions of the 
same algorithm. If symbolic definitions are given 
for the address registers, the code takes the form 
shown in Figure 10-23. 

Non-Se~nted 

LDA R2,XYZ 
LD RO,®R2 
INC R2,#2 
LD R1,I!!JR2 
PUSH ®R15,R2 
LD R4,R2 

SegtlBflted 

LDA RR2,XYZ 
LD RO,®RR2 
INC R3,#2 
LD R1,®RR2 
PUSHL ®RR14,RR2 
LDL RR4,RR2 

Figure 10-22. Exanple of Segmented vs. 

Non~nted COde 

With the symbolic definitions, the two pieces of 
code are very similar. The remaining problem is 
the "L" in the mnemonics. If there were an 
assembler that recognized the perfectly 
unambiguous source statements 

LD RR4,RR2 
PUSH ®RR14,RR2 

and generated the long-word versions 
instructions, then at the source code 
segmented and nonsegmented programs 
identical. Without such an assembler, 

of the 
level the 
would be 
the only 

other possibility is conditional assembly. Except 
for very small programs, this is unlikely to be 
workable, unless the conditional instructions are 
built into a set of address-manipulation macros. 

ADREG = RR2; ADOFF R3 
SAVREG = RR4 
SR = RR14 

LDA ADREG,XYZ 
LD RO,®ADREG 
INC ADOFF, fI2 
LD R1,®ADREG 
PUSHL ®SR,ADREG 
LDL SAVREG,ADREG 

figure 10-23. Asseabled COde for Seg_nted &: Non~nted [xanples 

10-21 



Programming Techniques 

for example (following no particular macro 
syntax), an address pushing macro could be defined 
as follows: 

Solution: The items are added one at a time to an 
initially cleared accumulator. Any occurrence of 
a V indication following any of the additions is 
registered, and V is set upon completion if 
overflow occurs at any point during the operation. 

Then, 

APUSH x,y = 
if Y is an RR, then 

"PUSHL Il!lx, y" 
else 

"PUSH Il!lx, y" 

APUSH SR,ADREG 

is the next-to-Iast line of either of the programs 
in figure 10-23. 

Notice that the sum can be correct even if 
overflow occurs; for example, let the array be 
(32,765,8, -25). The first sum, 32,765 + 8, 
yields -32,763 and an overflow indication. The 
second sum, (-32,763) + (-25) yields 32,748 and 
another overflow indication. The final answer is 
correct. 

32,748 = 32,765 + 8 + (-25). 

10.13 PROGIW'UNG EXAtI'l[S An overflow indication is set upon completion of 
the addition, and the programmer can choose to 
take action. Alternatively, the addition program 
might take action on overflow (such as by 
terminating the process), but the programmer 
calling the function has more information about 
the intended use of the sum and the nature of the 
data. The code for this appears in figure 10-24. 

Sections 10.1 through 10.12 showed how specific 
features of the Z8000 are related to standard 
programming techniques. The paragraphs within 
this section present some complete ex amp les to 
give a clearer picture of how Z8000 instructions 
and features are used. 

10.13.1 Adding An Array Of Nuabers 

Probla.: To find the sum of an array of 16-bit 
signed numbers. 
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!Addition subroutine 
CALL SUM with RR2 = array address 

RO = number of words in the array (0 to 32,767) 
Returns sum in R1; V is set on return if an arithmetic overflow 
occurred in any of the addition operations used in forming the 
sum. 
The contents of RO, R2, R3 and R4 are lost. 

SUM: 

LOOP: 

CLR R1 
CLR R4 
CP RO ,flO 

JR LE,ENDLP 
ADD R1,Il!lRR2 
TCC OV,R4 
INC R3,1I2 
DEC RO 
JR LOOP 

!Initialize sum to zero! 
!R4 saves any V's! 
!Done when RO no longer! 
! greater than zero! 
!Add in the next! 
!Save overflow indication! 
!Increment array pointer! 
!Decrement loop counter! 

ENDLP: RESfLG V 
TEST R4 !V=O if no overflow! 

RET Z 
SETFLG V !otherwise V=1! 
RET 

figure 10-Z4. [xlIIIple, Addition Subroutine 
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Notes to Figure 10-24: 

1. Notice that the test for the loop termination condition is done first; this allows the program to 
behave properly if the initial value of RO is zero--it returns a sum of zero. Also notice that the 
test is for LE instead of for EQ. This is simply a precaution. If the count becomes negative, then 
there is a programming error somewhere, and it is best to stop immediately. 

Given that we wish to test for a counter value less than or equal to zero, we use 

CP RO,#O 
instead of 

TEST RO 

Because the TEST instruction leaves the V bit unaffected, while the definition of LE is Z OR 
(5 XOR V). 

An alternative to 
CP RO ,#0 

is the sequence 
REsFLG V; TEST RO 

but this sequence does not work with the TEsTB instruction, because TEsTB uses V to report the 
parity of the byte (since P = V), and this is unrelated to the sign. 

2. Notice the use of the TCC instruction. Initially R4 is cleared; if V is clear (no overflow occurred 
in the ADD), then 

TCC OY,R4 

leaves R4 unaffected. If Y is set (overflow did occur), then 

TCC OV, R4 

causes the low-order bit to be set. This means that if overflow ever occurs, R4 will be non-zero for 
the remainder of the time, since the only instruction affecting R4 after it is initially cleared is 
the TCC, which either sets it or leaves it unaffected. 

It is important to note that the TCC instruction ~ not set the destination value to zero if the 
specified condition code is false. 

3. Notice the use of 

INC R3,ff2 

to increment the array pointer RR2. This is done because the segmented address arithmetic is done 
separately on the segment and offset portions of the address. 

As written, the program wraps around the end of a segment, treating the word at offset zero as the 
successor to the word at offset 65,534 (FFFE). If this is to be treated as an error, a test can be 
made for this condition. Z can be used, but this does not necessarily work with larger increments; 
if long words are being added, for example, INC R3,#4 might change R3 from FFEE to 2. Another 
approach is to test for this condition on entry, using the initial values of RR2 and RO. 
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10.13.2 Deter.ining The Parity Of A Byte string 

Probl_: To find the parity of an arbitrarily 
long byte string and to set P (PE true) if the 
total number of bits in the string of bytes is 
even, to clear P (PO true) if the total number of 
bits is odd. 

Solutioo: The parity of a byte string is, by 
definition, the sum of its bits modulo 2. Since 
addition is associative (i.e., the sum is the same 
if the items are grouped, subtotals computed for 
the groups, and the SUbtotals added), the parity 
of the byte string is the sum of the parities of 
its bytes. 

furthermore, if a and b are binary numbers (in 
particular, if they are bytes), then the parity of 
(a XOR b) equals the parity of a plus the parity 

of b. (It suffices to prove this for one-bit 
arguments a and b, since the parity of an n-bit 
binary number is the sum of the parities of its n 
bits. The proof for one-bit arguments is 
accomplished by considering the four possible bit 
combinations.) Therefore, the total parity can be 
determined as follows: 

• Initialize a register to zero. 

• for each byte of the string, compute the XOR 
of the byte with the current contents of the 
register. 

• Test the parity of the final contents of the 
register. 

The code for this appears in Figure 10-25. 

!Subroutine to test the parity of an arbitrarily long 
byte string 

BIGPAR: 
LOOP: 

ENDLP: 

CALL BIGPAR with RR2 = address of the byte string 
R1 = number of bytes (0 to 32,767) 

Returns with P set (PE true) if parity is even, P 
clear (PO true) if parity is odd. Contents of RO, 
R1, R2 are lost. 

CLRB RLO ! Accumulate parity in RLO! 
CP R1,1I0 I All tested yet?! 

jR LE,ENDLP IIf so, determine rinal parity! 
XORB RLO,®RR2 IXOR this byte with RLO! 
INC R3 and set up! 
DEC R1 for next byte! 
JR LOOP 
TESTB RLO !final parity! 
RET 

figure 10-25. £X8llple of the Detenination of Parity of a Byte string 

NDtes to Figure 10-25: 

1. Notice that by initially clearing RLO, we assure that a zero-length string has ~parity. 

2. If we wish to allow for from 0 to 65,535 bytes in the string, we replace 

JR LE,ENDLP 
with 

JR EQ,ENDLP 

In this case we are using the contents of R1 as an unsigned number in the range 0 to 216-1 instead of 
as a signed number in the range -215 to 215-1. 
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3. If we wish to allow for from 1 to 6S,536 bytes in the string, we remove the instructions 

CP R1,10 
JR LE,ENDLP 

and move the label LOOP down to the XORB instruction. The instructions 

DEC R1 
JR LOOP 

become 
DJNZ R1,LOOP 

and the label ENDLP is no longer be needed. 

4. For long byte strings, the efficiency of this routine can be increased by using the XOR instruction 
to process whole words at a time. Special tests have to be included to handle strings that begin at 
an odd byte or end at an even byte. 

10.13.3 kcesing An Array larger Than 65,536 
Bytes 

Probln: To manage a one-dimensional array that 
is too large to fit within one memory segment and 
has too many elements to be indexed by a 16-bit 
word. 

Solution: Two solutions to this problem are 
presented. One provides high efficiency but 
little flexibility, and the other provides great 
flexibilit y, but substantial cost in processing 
overhead. 

The high-efficiency scheme uses an arbitrary 
segmented address as the address of the first 
array element and assumes that the array is stored 
contiguously in memory. Segmented address (N+1, 
0) is assumed to follow address (N,65,535); that 
is, consecutively numbered segments are treated as 
contiguous pieces of the address space. If the 
segment number bits were bits 6 through 0 of the 
high-order segmented address byte, this 
interpretation would be achieved automatically 
simply by treating segmented addresses as 32-bit 
unsigned integers. Since this is not the case, 
the addition of an offset to the starting address 
of the array must include an operation that takes 
bits 6-0 of the high-order word of the result and 
adds them to the segment number field, which is in 
bits 14-8. 

A subroutine is provided to take the base 
segmented address in one long-word register and an 
offset in another long-word register. The offset 
must be less than 223. The algorithm used causes 
a wraparound from segment 127 to segment 0, so the 
full 223 bytes of segmented address space are 
used, regardless of the base segmented address. 
The code for this version appears in Figure 10-26. 

The high-flexibility scheme also uses a 23-bit 
offset, or virtual address, but instead of a 
starting segmented address and a contiguous array, 
it uses a virtual-to-segmented address mapping 
scheme that works as follows (see Figure 10-27): 

• An array of "virtual" addresses in ascending 
numerical order (V1, V2, ••• ,Vn is provided. A 
segmented address (SO' 51, ••• ,5n_1) is associ­
ated with each. Virtual addresses 0 through 
V,-1 are mapped. into a contiguous block of 
segmented addresses, starting at SO. V1 
through V2-1 are mapped into a block at 51' 
and so on. 

• The given virtual address, v, is compared with 
each of V1' V2' ••• , Vn until the first Vi is 
found for which v < Vi. If v ~ Vn' an arror 
indication is returned. 

• The segmented address 5i_1 + (v-Vi _1) is 
returned (VO is assumed to be zero). 
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!Address-mapping subroutine (high-efficiency version) 
CALL ADMAP with RR2 = virtual address (23 bits) 

RR4 = starting segmented address 
Returns with RR2 = segmented address corresponding 

to the given virtual address and RR4 preserved. 

ADMAP: ADD R3,R5 
ADCB RL2,RH4 
EXB RH2,RL2 
RET 

NOTE: The EXB instruction is unnecessary if the result 
is returned in RR4. The code for this is: 

ADMAP: ADD R5,R3 
ADCB RH4,RL2 
RET 

The longer version given above allows the array base to 
be maintained in RR4 at all times. 

figure 10-26. EXlllllple of Accessing Arrays larger Than 64K Bytes 

ARRAY OFFSET SEGMENTED 
(VIRTUAL ADDRESS) ADDRESSES 

0 0 

}SEGO VI 65535 
O-Vl 0 

}SEG1 V2 55535 
0 

}SEG2 Vl-V2 

V3 65535 

Vs-Vs 0 
}SEG3 

V4 65535 
0 

}SEG4 
Vs V2-VS 65535 

0 

}SEG5 VS 
65535 

MAPPING TABLE 
0 

}SEG6 
VI, So V3-V4 

V2, SI 
65535 

· (V-VK + SK-1) 
0 

}SEG7 VIRTUAL _ 
• _ SEGMENTED S4 V4-VS 

ADDRESS · ADDRESS 65535 
V6, Ss • • • 

0,0 

Figure 10-27. "'-ry Mapping 

The address calculation 5i _1 + (v-Vi _1) is 
performed as for the high-efficiency scheme above, 
so that consecutively numbered segments are 

treated as contiguous, and wraparound occurs from 
segment 127 to segment o. 
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As an example, suppose we have an array of 200,000 
bytes that we wish to store in memory in three 
sections: 

expressing the 32-bit 
addresses depends upon 
used. Simpler ways 
assemblers. 

constants and 
the specific 

are possib Ie 

segmented 
assembler 

with some 

0-84,999 starting at segment 6, 
offset 30,000 

85,000-131,071 starting at segment 14, 
offset 0 

In this example, suppose that RR2 contains a 
virtual address, that is, an index between 0 and 
199,999. It can be translated into a segmented 
address with the following code: 

131,072-199,999 starting at segment 19, 
offset 45,000 

LOA RR4,MAPTAB 
CALL ADMAP 

The subroutine is called with the address of the 
virtual-to-segmented address mapping table in one 
double-word register and the virtual address in 
another. For this example, the mapping table takes 
the form shown in Figure 10-28. The means of 

The code for the high-flexibility solution appears 
in Figure 10-29. 

MAPTAB: 0; 0 IVO=OI 
%600;30000 150=(6,30000) I 

1;19464 IV1=85,OOO (= 216 + 19464)1 
%[00; 0 151=( 14,0) I 

2; 0 I V2=131 ,0721 
%1300;-20536 152=(19,45000)1 

3; 3392 IV3=200,OOO (= 3 x 216 + 3392)1 
0; 0 ITwo 32-bit zeros terminate I 
0; 0 

Figure 10-28. £X8llple, MallOry Happing Stmroutine 

IAddress-mapping subroutine (high-flexibility version) 
CALL ADMAP with RR2 = virtual address (23 bits) 

RR4 = address of mapping table 
Returns with C=O and RR2 = segmented address; or 

C=1 if virtual address out of range 
The contents of RR4 are lost. 

ADMAP: INC R5,#8 
TESTL ®RR4 

JR Z,ERREX 
CPL RR2,@RR4 

JR GE,ADMAP 
FIND: DEC R5,#8 

SUBL RR2,@RR4 
INC R5,#4 
ADDL RR2,@RR4 
ADDB RH2,RL2 
CLRB RL2 
RESFlG C; RET 

ERREX: SETFLG C; RET 

I Step to next entryl 
I Terminator? I 
I Yes-out of rangel 
ICompare v with ViI 
I If v ~ Vi' try nextl 
IBack up to Vi_11 
IRR2 = v-Vi_11 
I Step to Si_1 I 
IRR2 = Si_1 + (v-Vi _1)I 
ICarry overflow to segment fieldl 
I Clear "reserved" bitsl 
IC=O for success return I 
IC=1 for out-of-range return I 

Figure 10-29. EX8llple, flexible tte.ory Happing Subroutine 
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Notes to Figure 18-29: 

1. The algorithms here are designed for random accesa. A loop to atep through a byte array addressed 
for the high-efficiency version uses the following sort of address computation: 

LDl RR2,RR4 !Start at the beginning! 
LOOP: !If at end of array, exit! 

!Perform operation on the array element! 
INC R3 ! step to next addrees! 

JR NZ,LOOP !Still in the segment! 
INCB RH2 !New segment! 
JR LOOP 

2. Notice the use of the VO entry in the MAP TAB table. Even though VO can only be zero, the program is 
simplified by including an entry for it in the table. 

3. There is no error checking performed in either routine. several errors can occur: RR2 can contain a 
virtual address of greater than 23 bits, or MAPTAB can be incorrectly formed or can define an array 
that overlaps itself. 

The checking of RR2 in either version must be done dynamically. The checking of MAPTAB can be done 
once when the table is created or each time it is changed. A special routine can be provided for 
thie purpose. 

4. The DEC RS,'8 and INC RS,'4 instructions in the mapping computation are required because the Based 
Addressing mode cannot be used with the ADD and SUB instructionS. If it could, the code at FIND 
might be 

fIND: SUBL RR2,RR4(#-B) 
ADDL RR2,RR4('-4) 

In the nonsegmen~eo mode, lnoexed addressing can be used to simulate based aaaressing (see Section 
10.2 Addressing Modes), but of course, this program would not be used in nonsegmented operations. 

S. Many applicstione using large arrsys do not need to have the entire array in memory at all times. 
The high-flexibility version of address mapping can be used to implement a demand-loading scheme. 
for this, the code at "FIND:" must recognize a special value for the base segmented address Si-1 that 
signifies that the arrsy section in question is not currently present in main memory. (Si-1=231-1 is 
a good value for this purpose.) At this point a call can be made on a demand-losding routine that 
loads the section in question and passes back its actual segmented address for storsge in the 
address-mapping table. 
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10.13.. RB.oving Trailing Blanks 

PrObla.: To replace a fixed-length array of text 
(such as a card image) by a possibly shorter array 
containing the initial segment of the original 
array up to and including the last non-blank 
character. This type of operation 1s useful when 
a set of fixad-length arrays (for example, a card 
deck) is to be read into memory. Elimination of 

!Subroutine to remove trailing blanks 

Programming Techniques 

trailing blanks allows more records to fit into a 
buffer of given size. 

Solut1oo: The ZBOOO block instructions that use 
the autodecrement mode are designed to handle this 
sort of problem. The array is scanned backward 
until the first non-blank character is found. The 
code for this appears in Figure 10-30. 

CALL STRIP with RR2 = address of the array 
R1 = , of bytes in the array (1 to 65,536) 

Returns with RO = number of bytes in stripped array. 
The contents of RO, R1 and RR2 are lost. 

BLANK=32 

STRIP: 

Notes to rigure 10-30: 

!ASCII Code for blank! 

LOB RLO,#BLANK 
ADD R3,R1 
OEC R3 
CPDRB RLO,@RR2,R1,NE 
LD RO, R1 

RET NI 
INC RO 
RET 

!Comparison character! 
!Set RR2 to point! 
! at end of array! 
!Scan backward to non-blank! 
!Remaining count (Z not affected)! 
!If all-blank return RO=O! 
!Count the final non-blank! 

Figure 10-30. Exllllple. Remving Trailing Blanks 

1. Notice the computation to set RR2 to point at the last byte of the array. R3 is the offset portion of 
the address in RR2. Adding R1 (the number of bytes in the array) to R3 leaves RR2 pointing at the 
first byte following the array. OEC R3 brings RR2 back to its array. (R1 = 0 means 65,536 bytes.) 

2. The Block Compare instruction terminates when the count in R1 reaches zero or when one of the CPS 
RLO,I!IIRR2 operations causes the NE condition to be true. R1 is decremented for each comparison, 
whether or not there is a match. Therefore, if a match occurs (which the block compare instruction 
signals by setting Z), the count remaining in R1 is one less than the number of bytes in the stripped 
array. If no match occurs, R1 is decremented to zero, which is equal to the number of bytes in the 
stripped array. 
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10.1'.5 Deteraining Whether A 16-8it WOrd Is A 
Bit Palindrooe 

condition is called a bit palindrome, since it 
reads the same frontwards and backwards. 

PrObla.: To determine whether or not a given 
16-bit word satisfies the condition 

Solution: This problem illustrates the use of the 
zaooo bit-testing instructions that allow the bit 
number to be specified in a register. The 
solution given here is the straight forward one: 
comparing bit n with bit (15-n) for n = 0, 1, 2, 
••• , 7. The code appears in Figure 10-31. 

Bit n = Bit (1,-n) 

for n = 0, 1, 2, ••• , 1,. A word meeting this 

!Subroutine to test for bit palindromes 
CALL BITPAL with RO = 16-bit word to be tested. 
Returns with C=1 if not a bit palindrome, C=O if it is. 
Register use: R1 = n; R2 = 15-n; RH3 = loop count; RL3 = scratch. 

BITPAL: CLR R1 
LOK R2,n1, 
LDB RH3,na 

LOOP: CLRB RL3 
BIT RO,R1 
TCCB NZ,RLJ 
RLB RL3 
BIT RO,R2 
TeCB Nl,RL3 
TESTB RL3 

JR PO,NOTPAL 
INC R1 
DEC R2 
DBJNZ RH3,LODP 
RESFLG C; RET 

NOTPAL: SETFLG C; RET 

! Set n = O! 
! and 1,-n = 151 
!Set loop counter! 

!Test Bit nand! 
! move it into RL3! 
!Make room for Bit 15-o! 
!Test Bit 1'-n and! 
! move it into RL3! 
!Bit n = Bit 15-n if and! 
! only if parity of RL3 is even! 
!Increment n! 
! Decrement 1,-o! 
! Loop until count exhausted! 
!Success: set C=O and return! 
!Failure: set C=1 and return! 

Figure 10-'1 Exlllllple, Test for Bit Palindroms Subroutine 

Notes to Figure 10-'1: 

1. This example illustrates the operation of the Bit Test instruction. A more efficient solution to the 
problem involves a direct comparison of the two bytes of RO after reversing one of them with a loop 
like: 

LOUP: 
LDK RZ,nB 
RLCB RLO 
RRCB RL1 
DJNl RZ, LOOP 
RLCB RLO 

2. The condition code Nl is used in the Tee instructions. BIT sets l if the bit is clear and clears l if 
the bit is set. 

3. Tee instructions are used to save the bit values, and TEST is used to compare them by testing the 
parity of the byte into which they have been stored. Both simplify the flow of controL Not using 
these techniques results in the sort of jumping around shown in Figure 10-32. 
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"NOT PALINDROME" 
EXIT 

NO 

figure 10-32. A Poor Alternative to the Use of Tee 

10.13.6 Sorting 

Probletl: Given an array A of "items" and an order 
relation "~', rearrange the items of A in such a 
way that for integers i and j and items ai and aj, 
ai .$. aj whenever i .$. j. The items of A can be 
integers, floating point numbers, character 
strings, or any other data type. The order 
relation can be any ordering appropriate to the 
given data type, for example, dictionary order for 
character strings. 

Solution: An adaptation of the "quicksort" 
algorithm of C.A.R. Hoare is used. A program is 
written to sort an array of 16-bit 2 's complement 

2010-030 

integers in ascending numerical order. The 
organization of the program into subroutines 
indicates how other items and orderings can be 
used. 

Assume that A is an array indexed from 0 to N. 
Quicksort is a recursive procedure that begins by 
arbitrarily selecting one of the items of A as the 
"pivot" value. Then a preliminary rearrangement 
of A is made as follows: For some i, 0 .$. i .$. N, 
ai is the pivot value and ~ .$. ai if 0 .$. k .$. i, 
ak ~ ai if i < k .$. N. That is, all items less 
than, or equal to, the pivot are moved into the 
"left half" of the array and all those greater 
than, or equal to, the pivot are moved into the 
"right half." 
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Once this is done, the same process is performed 
on each of the two array segments So to si_1 snd 
ai+1 to sN. These segments are usually not of 
equal size. Implementation of the algorithm 
requires a minimum of stack storage if at each 
stage the smaller segment is sorted first. 

23-bit numbers in the range of 0 to B,3BB,607 and 
that the array elements are 16-bit signed 
integers. A base segmented address and an address 
computation similar to that of the high-efficiency 
version of ADMAP (Section 10.23.3) are used. The 
generalization to other types of element is 
straightforward. The code for this appears in 
Figures 10-33 through 10-3B. In this example assume that array offsets are 

10-32 

ISubroutine Quicksort 
CALL QUICK with RR12 = array address 

RR10 = U (offset of upper limit) 
RRB = L (offset of lower limit) 

Returns with array elements at offsets between Land U (inclusive) 
sorted. Land U are 23-bit integers in the range 0 to B,3BB,607. 

Register use: 
RR14: Stack Register 
RR12: Always contains starting segmented address of array 

RQB: (L,U) on call; shorter (L,U) range returned by SHORT 
RQ4: longer (L,U) range returned by SHORT 
RQO: used by subroutines of QUICK 

QUICK: CPL RRB,RR10 
RET GE 

CALR PART 
CALR SHORT 
DEC R15,n8 
LDM ®RR14,R4,n4 

! Compare L, U! 
!Return if L > U! 
!Partition: RQ4, RQ8 get ranges! 
!Put shorter range in RQ8, longer 
!Save RQ4 - longer (L,U) range! 

in RQ4! 

CALR QUICK !Recursive call to sort the shorter range! 
LDM R8,®RR14,'4 !Restore longer range - into RQ8! 
T .. ,I" 1")4 t:: An 
.un ... rllj,ftO 

CALR QUICK 
RET 

!Recursive call to sort the longer range! 

Figure 10-:U. £X8llple, Sort Subroutine Quicksort Initialization 

!Subroutine of QUICK to put shorter range first 
CALL SHORT with RQ4 = one (L,U) range 

RQ8 = another (L,U) range 
Returns with shorter range in RQB, longer in RQ4 
Register use: as for QUICK. RRO contents are lost. 

SHORT: LDL RRO,RR6 
SUBL RRO,RR4 
PUSHL ®RR14,RRO 
LDL RRO,RR10 
SUBL RRO,RR8 
CPL RRO,®RR14 
POPL RRO,®RR14 

RET LE 
EX R4,R8 
EX R5,R9 
EX R6,R10 
EX R7,R11 
RET 

!RRO = U-L for RQ4! 

! Save first U-L! 
!RRO = U-L for RQ8! 

! Compare lengths! 
!Clear the stack! 
!Return if RQ8 length ~ RQ4 length! 
!Exchange RQ4 & RQ8! 

Figure 10-34. Quicksort Slmroutine to Position Shorter Range Firat 
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!Partitioning subroutine of QUICK 
CAll PART with registers as for QUICK 
Returns with array segment between land U partitioned 
around a pivot element with index I. Returns the two 
ranges to be sorted: (l,I-1) in RQ8 & (I+1,U) in RQ4. 
Register use: RQ8 = (l,U)j RQ4 = (I,J). On return, 
RQ4,RQ8 are new ranges. RQO is used by subroutines. 

PART: CAlR SETPIV 
lDl RR4,RR8 
lDl RR6,RR10 
CAlR DECI 

lPI: CAlR UPI 
CAlR DOWNJ 

JR C,MOVPIV 
CAlR EXCHIJ 
JR lPI 

MOVPIV: CAlR EXCHIP 
lDl RR6,RR10 
lDl RR10,RR4 
CAlR DECI 
EX R4,R10 
EX R5,R11 
CAlR INCI 
RET 

!Choose pivotj initialize pivot routines! 
! Set I = l! 
!Set J = U! 
!Decrement I: I=l-1! 
!Increment I until aI ~ pivot value! 
!Decrement J until aJ i pivot or J < I! 
!J i I: only pivot remains to be moved! 
!Exchange aI and aJ values! 

!Exchange aI and pivot values! 
!Move I to end of RQ4 (where J was)! 
!Move I to end of RQ8 (where U was)! 
!Decrement I: RR4 = I-1! 
!Exchange RR4,RR10: 
!Now RQ8 = (l,I-1)j RR4 I! 
!Increment I: Now RQ4 = (I+1,U)! 

figure 10-'5. Quicksort Partitioning Subroutine 

!Subroutines of PART for moving I and J 
CAll UPI: returns with I incremented until aI ~ pivot value 
CAll DOWNJ: returns with J decremented until aJ i pivot 
or J i Ij returns C=1 if J i I, otherwise C=O 
Register use: As for PART. 

UPI: CAlR INCI 
CAlR CPPI 

RET lE 
JR UPI 

DOWNJ: CAlR DECJ 
CPl RR4,RR6 

JR l T ,DJ1 
SETflG Cj RET 

DJ1: CAlR CPPJ 
JR l T ,DOWNJ 

RESflG Cj RET 

! Increment I! 
!Compare pivot value with ail 
!Return if pivot value i ail 
!otherwise keep incrementing! 

!Decrement J! 
! Compare I,J! 
!I < J: proceed! 
!J < I: return C=1! 
!Compare pivot with aJ! 
!Keep decrementing if pivot value i aJ! 
lotherwise return with C=O! 

!Routines to increment or decrement I or J. 
ESIZE = 2 !Entries are words: two bytes! 
INCI: ADDl RR4,#ESIlE 

RET 
DECJ: SUBl RR6,UESIlE 

RET 
DECI: SUBl RR4,#ESIlE 

RET 

figure 10-'6. Quicksort Subroutine for Moving I and J 
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!Pivot Setting and Comparison Subroutines 
CALL SErPIV - chooses pivot & saves its value in a 

register 
CALL CPPI - compare pivot value, aI. Set FLAGS. 
CALL CPPJ - compare pivot value, aJ. Set FLAGS. 
Register use: as For PART. RO = temp. R1 = saved pivot 
value. RR2 = calling argument and actual address 
returned by ADCOMP 

SETPIV: LDL RR2,RR10 !RR2 = U! 
CALR ADCOMP ! RR2 = actual address of aU! 
LD R1,®RR2 !Choose aU as pivot value! 
RET 

CPPI: LDL RR2,RR4 !RR2 I! 
JR IJM 

CPPJ: LDL RR2,RR6 !RR2 J! 
IJM: CALR ADCOMP !RR2 adr of item to be compared! 

CP R1,@RR2 
RET 

Figure 10-37. Quicksort Subroutines for Pivot Setting and Coq>arison 

10-34 

!Exchange Subroutines 
CALL EXCHI - exchange aI and pivot values. 
CALL EXCHIJ - exchange aI and aJ values. 
Register use: as For PART. RD = temp. R1 = saved pivot 
value. RR2 = calling argument and actual address 
returned by ADCOMP 

EXCHIJ: LDL RR2,RR4 
CALR ADCOMP 
LD RO,@RR2 
PUSHL @RR14,RR2 
LDL RR2,RR6 
CALR ADCOMP 
EX RO,@RR2 
PQPL RR2,@RR14 
LD @RR2,RO 
RET 

EXCHIP: LDL RR2,RR4 
CALR ADCOMP 
EX R1,@RR2 
LDL RR2,RR10 
CALR ADCOMP 
LD @RR2,R1 
RET 

iRR2 I! 
!RR2 actual address of aI! 
!RQ = aI! 
!Save address of aI! 
! RR2 = J! 
!RR2 = actual addresss of aJ! 
!Exchange: RO=aJ' aJ replaced by aI! 
!Restore aI address! 
!Replace aI by aJ! 

! RR2 = I! 
!RR2 = actual address of aI! 
!Exchange aI with saved pivot value! 
!RR2 = U (offset of pivot element)! 
!RR2 = actual address of aU! 
!Replace aU by aI! 

ADCOMP: ADDL RR2,RR12 !Add array base to offset! 
ADDS RH2,RL2 !Carry overflow into segment field! 
CLRB RL2 !Clear reserved bits! 
RET 

Figure 10-38. Quicksort Exchange Subroutines 
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Notes to figure 10-Ja 

1. This code falls into two principal categories: the code to implement the algorithms and the code to 
manipulate the indices and data items. The algorithm is implemented by the routines QUICK, PART, 
SHORT, UPI, oOWNJ and SETPIV. The manipulation and comparison of data items and the arithmetic on 
array indices occur in the routines INCI, oECI, oECJ, CPPI, CPPJ, EXCHIP, EXCHIJ, and SETPIV. The 
mapping of array offsets into actual memory addresses occurs in AoCOMP. 

The organization used here facilitates the alteration of QUICK for other applications. for example, 
a nonsegmented version can be produced simply by changing all instances of ~RR2 to ~R3 and keeping 
the non segmented array address in R13 with a zero in R12. All references to RR14 also have to be 
changed to refer to R1~. The resulting code is less efficient than a tailor-made nonsegmented 
version, but this does not matter in many applications. 

As another example, QUICK could be changed so that it sorts bytes by redefining the symbol ESIZE to 
take the value 1. Instead of using RO as a temporary location and R1 for the saved pivot value, the 
routines SETPIV, CPPI, CPPJ, EXCHIP, and EXCHIJ need byte registers. Then the four Lo instructions, 
the CP instruction, and the two EX instructions in those routines must be changed to byte versions. 

Sorting on the basis of other ordering relations is facilitated by this program orgnization. for 
example, decreasing numerical order could be used simply by replacing the instruction CP R1,IIlIRR2 
with: 

Lo RO,I!lIRR2 
CP RO,R1 

in the CPPI/CPPJ routine (CP IIIIRR2,R1 is not a legal instruction). The program could have byte 
constants representing the various flags combinations it wishes to return. for example, the less 
than condition can be returned by the following sequence of instructions at the end of the 
subroutine: 

LOB RHO,ILTVAL 
LoCTLB fLAGS,RHO 
RET 

The symbol LTVAL might have the value %20, corresponding to C = 0, Z = 0, S = 1, V = 0, 0 = 0, and 
H = O. 

2. The CPPI and CPPJ routines illustrate the useful programming technique of multiple entry points. An 
alternative organization is 

CPPI: LoL RR2,RR4 
CALR IJM 
RET 

CPPJ: LoL RR2,RR6 
CALR IJM 
RET 

The code at IJM in both organizations is shared. The objective of this is not principally to save 
memory space but rather to assure that these two related functions are carried out according to a 
common algorithm. 
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3. The SETPIV routine is mainly concerned with data manipulation. but it slso implicitly embodies a 
part of the quicksort algorithm. the choice of a pivot element. Use of aU for the pivot is 
inefficient if the array is already sorted. Other algorithmli\ can be used to make the choice. 

4. The use of Z3-bit indices stored in long-word registers simplifies index comparisons such as those 
that occur in QUICK and SHORT. To use the same code for one-word registers. the index values would 
heve to be restricted to 15 bits. If 16-bit indices are ueed. the comparisons must be the unsigned 
versions. In that case. special tssts must be made for the case L > U. in both SHORT and QUICK. In 
particular. the caae U = -1. L = O. a termination condition for QUICK. needs further special 
handling. 

10.13.7 Pctlrr-ial Evaluation A subroutine (code shown in Figure 10-39) is 
provided that accepts as its arguments the 
variable x and the address of a parameter table 
describing the array. The table hae the following 
format: 

Prob_1 Given a set of coefficients 
a1 ••••• an and a variable x. compute 

Solution I The coefficients ao ••••• ~ the 
variable x. all of the products akx. the 
intermediate sums. and the find aum are assumed 
to be within the range of 32-bit signed integers. 
_231 to 231 _1. 

lSubroutine to perform' polynomial evaluations! 
CALL POLY with RRO = x 

n (1 word) 
aO (2 words) 

~ (2 words) 

RR2 = adr. of table (n. aO' •••• ~) 
Returns with RR4 = f(x). contents of RR2 and R6-R13 lost 

V = 0 if all values in bounds. 1 otherwise. 
Register uSBi RRO. RR2 -- calling arguments 

I 
POLY: 

LOOP: 

RR4 -- running sum R1Z -- coefficient counter 
RR6 -- xk (k=0.1 ••••• n) R13 -- error flag 
RQ8 -- scratch 

POP R12.8RR2 
lOl RR6.11 
lOl RR4.,O 
CLR R13 
POPl RR10.8RRZ 
CALR MULCH 
AOOl RR4.RR10 
TCC OV.R13 
DEC R12 

lGet n from table to set counter! 
lInitislize: xk = 1 (i.e •• k = 0) 
I f(x) = 0 

Error flag = 0 
!Get ak from the table! 
lRR10 = skxkl 
!f(x) = f(x) + akxkl 
!Remember overflow. if anyl 
!Decrement coefficient counter I 
I Done if < 01 
lGet xl 
! RR10 = xk+11 
lReplace xk by xk+1 (i.e •• increment k)! 
!Perform computation for new kl 

POlEX: 

JR Ml.POlEX 
LDL RR10.RRO 
CALR MULCH 
lDl RR6.RR10 
JR LOOP 
RESFlG V 
TEST R13 

RET l 
SETFlG V; RET 

!Were there any overflows?! 
No -- return with V = O! 
Yes -- return with V = 1! 

Figure 10-39. ExlllllPle. Subroutine To Perf_ Polynotinal [valuations 
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the required instruction is 

MULTL RQ8,RR6 

The subroutine returns the value f(x). In 
addition, the results of computations are checked 
at each stage to verify that they remain within 
the stated bounds. If the bounds are exceeded at 
any stage, V is set when the subroutine returns 
its final result. 

The code is arranged so thet multiplications are 
required at two places. In each case, the 
arguments are manipulated in the registers so that 

A subroutine is provided to execute this 
instruction and to verify that the result fits 
into RR10, the low-order half of RQ8. If not, a 
bit is set in an error-flag register that is 
initially cleared to zero by the main routine. The 
code for the multiply and check routine is shown 
in Figure 10-40. 

Notes to Figure 110: 

!Multiply and check subroutine! 
MULCH: HULTL RQ8,RR6 !Perform the multiplication! 

PUSHL IRR14,RR8 !Save high-order 32 bits! 
EXTSL RQ8 !Set high-order 32 bits to proper value! 
CPL RR8,tlRR14 
fCC NE,R13 
INC R15,1I4 
RET 

tWas it already OK?! 
!If not, then overflow occurred! 
!Discard saved RR8! 

Figure 10-'10. EXlllllple, ~tiply and DIeck Subroutine 

1. Notice the structure of the loop in POLY. There is no test at the beginning, so the loop is always 
executed at least once. The effect of this is that tables with negative values of n will be treated 
as if they had n = O. 

There is also no test at the end of the loop. Instead, the decrement of the coefficient counter and 
the test for termination appear immediately following the latest update of the running sum and before 
the computation of xk+1• The overall length of the program can be shortened by moving this test to 
the end of the loop, but then xn+1 is always computed unnecessarily. In addition to the wasted 
computation, this leads to an erroneous overflow indication if xn+1 exceeds the 32-bit limitation. 

2. The subroutine MULCH illustrates the use of the multiplication and sign extension instructions. The 
instruction 

HULTL RQB, RR6 

causes the contents RR10 (the low-order half of RQB) to be multiplied by the contents of RR6 and the 
resulting value to be stored in RQB. The original contents of RQB (the high-order half of RQB) are 
irrelevant. The instruction 

EXTSL RQB 

causes the contents of RQB to be replaced by a number whose value is the same as that of RR10 but 
which has twice as many bits. Assuming that all results are within the range of signed 32-bit 
numbers, the EXTSL instruction should cause no change to RRB. This explains the test performed in 
MULCH. 

3. The use of the TCC instruction to remember the occurrence of overflows is similar to its use in 
Section 2.1. 
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10.13.8 PSEUDO-RANDOM NUMBER GENERATION 

Proble.: To provide a subroutine that returns an 
"unpredictable" 16-bit number. 

Solution: The solution presented is sometimes 
referred to as the power residue method. A large 
positive number N with few prime factors is 
chosen. The values returned by the function RND on 
successive calls 1,2, ••• are defined as follows: 

(mod 216) 

RNDk = (RNDk_1 AND (215_1» X N (mod 216) 

for k = 2,3, ••• 

lRandom-number routines 

The algorithm used requires that the routine know 
at each stage the value it returned when last 
called. The storage space for remembering this 
value is provided by the caller in a table whose 
address is passed to the routine each time it is 
called. An initializing routine is provided for 
setting up the table. figure 10-41 shows the code 
for the initializing routine and the pseudo-random 
number generator. 

CALL INRAND with RR2 = address of 2-word temp storage table. 
Returns with table "initialized," R1 lost, and RO = N. 

10-38 

CALL RAND with RR2 = address of the table. 
Returns with RO = "random" number & table updated. 

Register use: 
RRO: Dest for multiplication; RO returns the random number. 
RR2: address of table. 

N 15419 IN = 17*907l 

RAND: LD R1,RR2(#2) I R1 ~ Rt\!Dk_i 1 
RES R1,fl15 lR1 = RNDk_1 AND 215_1l 
MUL T RRO, ®RR2 lRRO = (RNDk_1 AND (215_1»*Nl 
LD RO,R1 1 RO = RNDkl 
LD RR2(fl2),RO 1 Remember RNDk for next call 1 
RET 

INRAND: LD RO,flN 
LD I!IIRR2,RO 1 Save N in tablel 
LD RR2(fJ2),RO lRNDO = Nl 
RET 

figure 10-41. Ex8llple. Rando. Nullber Generator 
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Notes to figure 111-41: 

1. This is a quick and dirty pseudo-random number generator. For a thorough discussion of random-number 
theory and algorithms, refer to Chapter 3 of "The Art of Complete Programming, Volume 2: 

2. 

Seminumerical Algorithms," by Donald E. Knuth. 

Similar routines can be used for 32-bit random numbers. 
its argument size from the table. The desired size could 
table accordingly. 

In fact, RAND could be generalized to take 
be passed to INRAND, which would set up the 

3. The choice of the number N could be made by the caller and passed, possibly as an option, to INRAND. 

4. Note the use of the instruction 
RES R1,1t15 

as an alternative to 
AND R1, i!%7FFF • 

5. Note that the use of an argument table makes RAND a re-entrant routine. 
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AS AD1" ns{ OS ADu 
TIMING 

MREQ AD13 

AD12 ADo 48 AD. 

READIWRITE ADll AD, 2 47 SN. 

NORMAUmTEM AD10 AD10 3 SN. 

BYTElWORD ADe ADl1 4 ADr 

ADDRESS I AD1• 5 AD. 
STATUS DATA BUS AD13 6 AD. ST3 

ST. ADe STOP 7 SN, 

STI AD. M! 8 41 AD. 

STo Z8OO1 AD. AD1• 9 ADa 

CPU ADa AD1' 10 AD. 

AD.! +5V 11 ADI 

AD1 Vi 12 
Z8OO1 SN. 

NVI 13 CPU GND 

SEGT 14 CLOCK 

NMI 15 AS 

RESET 16 RESERVED 

AMI MO 17 Bm 

Vi SEGMENT MREQ 18 N/S NUMBER 
NVi OS 19 Rm 

STa 20 BUSACK 

MULTI·MICRO { ST. 21 WAIT 
CONTROL STI 22 BUSREQ 

STo 23 SNo 

SN3 24 SNI 

+5 V GND ClK 

Z8001 CPU Pin Functions Z80m Pin Assignments 
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AD15 

AD14 

J.mm AD13 

AD12 

READJWl!i1'I'! ADll 

NORMAUm'I'EfI AD10 

BYTE/WORD ADg 

ADa ADDRESS I ADg 40 ADo 
STATUS 

AD7 DATA BUS AD10 2 39 ADa 

ADa ADll 3 38 AD7 

ADs AD12 4 37 ADa 

AD4 AD13 5 AD, 

Z8002 AD3 STOP 8 ADs 

CPU{ 
CPU 

AD. Mi 7 AD3 
CONTROL ADl AD15 8 AD2 

AD14 9 AD1 

BUS{ +5V 10 31 GND 
CONTROL VI 

Z8002 
CLOCK 11 CPU 

iiiVl 12 AS 

NMI 13 RESERVED 

RESET 14 BIW 

MO 15 NIl 

~ 18 RtW 

~ 17 BUSACK 

ST3 18 Wjijf 

ST. 19 ~ 

STl 20 21 STo 

t t t 
+5 V GND ClK 
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AD,s 

AD,. 

AD" 

AD,. ADo 1 AD, 

READ~ AD" ADo 2 SN, 

NORMAU~ AD,o AD,o SNs 

BYTElWORil AD, ADI1 AD? 

AD, ADDRESS I AD,. ADa 
STATUS 

AD7 DATA BUS AD,s ~D. 

ADa STOP SN. 

ADs ii 41 ADs 

AD. AD,s 9 ADa 

ADs AD,. 10 AD. 
Z8003 

AD. +5V 11 AD, 
CPU 

AD, Vi 12 SN. 

NVI 13 
Z8003 

CPU OND 

SAT 14 CLOCK 

NMI 15 AI 
RESET 16 AiOiif 

MO 17 BNi 
SEGMENT MREQ 18 NtS 
NUMBER 

DS 19 RiW 
STs 20 BUSACK 

iii ST. 21 WAIT 

Mo ST, 22 BUSREQ 
SEGMENT/PAGE 

OR STo 23 SNo 
TRANSLATION TRAP 

SNa 24 SN, 

+5V GND elK 

zaOO3 Pin Functions za003 Pin Assignments 
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BUS{ TIMINO 

STATUS 

READIWRi'fE" 

NORMAU~ 

BYTElWORD 

STo 

Z8004 
CPU 

INTERRUPTS{ - ~ 
NVI 

MULTIOMICRO{ Pi! 
CONTROL MO 

t t t 
+5 V GND ClK 

AD1S 

ADu 

AD13 
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AD3 
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Z8004 Pin Functions 
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ADDRESS I 
DATA BUS 

ADa ADo 

AD10 2 ADs 

AD11 3 AD7 

AD12 4 ADs 

AD13 5 AD. 

STOP 6 ADs 

M! 7 AD3 

AD15 8 A~ 

AD1. 9 AD1 

+5V 10 GND 

Vi 
Z8004 

CLOCK 11 CPU 
NVI 12 AS 

NMI 13 RESERVED 

RESET 14 BtW 

MO 15 N/! 

MREQ 16 RfW 

OS 17 BUSACK 

ST3 18 WAIT 

ST. 19 BUSREQ 

ST1 20 STo 

Z8004 Pin Assignments 
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Features 

Description 

2096-001, 002 

• Binary, function, and pin compatibility with 
the Z8001l2 microprocessors. 

• Designed-in compatibility with present and 
future Zilog Memory Management Units 
(MMUs). 

• Operates with up to a 10 MHz clock. 

The Z8003/4 Virtual Memory Processor Unit 
(VMPU), a 16-bit MOS microprocessor, offers 
integral provisions for operation in a virtual 
memory environment, in addition to the 
features of the Z800l CPU. The Z8003 VMPU 
generates 23-bit addresses. The address space 
is organized into 128 segments, each up to 64K 
bytes in length. The Z8004 generates l6-bit ad­
dresses. The Z8003/4 VMPU addressing 
scheme distinguishes between memory space 
for program, data, and stack in each of two 
modes, System and Normal. 

For use in shared-memory multiprocessor 
systems, the Z8003/4 VMPU provides an output 

8UO{ TIMING 

u.ru.j 

CONT::~{ 
8UO{ 

CONTROL 

MULTIOMICRO{ 
CONTROL 

ABORT 

+5V OND eLK RiSE'i' 

Figure I. Pin Assignments 
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Appendix B 

Z8003/4 Z8000™ VMPU 
Virtual MelDory 
Processing Unit 

Product 
Brief 

June 1982 

• Status lines indicate the read/write phase of 
the Test and Set instruction for use in 
multiprocessor systems. 

• 23-bit segmented addresses for Z8003. 

• l6-bit non-segmented addresses for Z8004. 

on the status lines (STo-ST3), indicating the 
read/write phase of the Test and Set (TSET) 
instruction. This status output can be used 
externally for arbitration of bus control. 

In a virtual memory environment, the pro­
grams and data being operated on need not 
reside simultaneously in main memory. Thus, 
provision must be made for retrieving parts of 
a program or data located in "secondary" 
storage (such as a disk). Attempts by the 
microprocessor to access instructions or data 
not in main memory are called "accesses to 
nonresident data." When this is done, the 
transaction accessing the nonresident data 
must be interrupted, the state of the 
microprocessor saved, the program or data in 
secondary storage moved to main memory, the 
state of the microprocessor restored, and the 
interrupted instruction restarted. 

The Z8003/4 VMPU provides an external 
abort pin to permit the interruption of instruc-

Figure 2. Virtual Memory Environment 
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Description 
(Continued) 

Functional 
Description 

eLK 

AS 

OS 

ABORT 

WAIT 

Summary 

B-2 

tion execution before the instruction com­
pletes. 

When the 28003/4 VMPU is used in a 
multiprocessor system, there may be dual­
ported memories used by the processors. In 
this type of system, a resources manager arbi­
trates simultaneously attempted accesses to 
shared resources. When a processor tests to 

The 28003/4 VMPU can operate in a virtual 
memory environment. The virtual memory 
capability is provided by an instruction abort 
function on pin 33 of the 28003 and on pin 28 
of the 28004. When this pin WAIT, and SAT 
are activated at the same time, an instruction 
abort sequence begins. This abort sequence 
leaves the VMPU in a well-defined state, allow­
ing a software recovery. To make this recovery 
smoothly, the software must know which 
instruction was aborted and how much of the 
instruction was executed. Figure 3 shows the 
timing sequence for the abort function. Figure 

4 MHz 6 MHz 10 MHz 
Ts SOns 30 n$ 25 ns 
Th Ons 0 ns 0 ns 

Tr' __ Tr' __ TW ___ TW __ T_W __ T_W __ T_W __ T~' ", ••• ~ 

VIRTUAL ADDRESS 
ABORT 

NOTES: '*" = Clock S~unple Pomts 

y~~L 

ABORT 
(ltd 

ACKNOWLEDGE 
CYCLE 

Figure 3. Instruction Abort Timing 

The 2ilog VMPU is the first 16-bit 
microprocessor that offers integral provision 
for operation in a virtual memory environment. 
The upward compatibility of the VMPU with 

see if a resource is in use, the read/write por­
tion of the test transaction must not be inter­
rupted or the probability of a collision 
increases greatly. The 28003/4 VMPU provides 
features that help to avoid collisions during 
accesses to shared resources via the enhanced 
TSET instruction. 

4 shows the sequence of hardware and soft­
ware events that occurs when an instruction is 
aborted. 

During the read phase of the TSET 
instruction on the 28003/4 VMPU, the status 
lines STo-ST3 are all set to Is. On the 28001/2 
all I s on the status lines is a reserved status 
encoding. 

The 28003/4 VMPU is compatible with the 
28000 Family of microprocessor and peripheral 
devices. Instruction set and bus transaction 
protocols of the VMPU can be found in the 
Z8000 CPU Technical Manual (document 
number 00-201O-C). The VMPU enhance­
ments are described in the VMPU Product 
Specification. 

NO 
ABORT THE 

INSTRUCTION 

TRAP 

• SAVE STATUS 
• SWAP IN PROGRAMI 

DATA ELEMENT 
• RESTORE STATUS 

NOTE: The abort sequence IS Imtlated when ABORT, SAT, and 
WAIT are actIvated. 

Figure 4. Instruction Abort Function Flow 

the 28001/2 CPU means that applications soft­
ware developed for a 2800112 CPU will 
execute directly on the VMPU, preserving 
investments in software and development tools. 

2096-003, 004 
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Features 

Description 

2046-051, 033 

• Dynamic segment relocation makes software 
addresses independent of physical memory 
addresses. 

• Access validation to protect memory areas 
from unauthorized or unintentional access. 

D Overflow warning and expansion provi­
sion for stack segments. 

• 64 variable-sized segments from 256 to 
65,536 bytes can be mapped into a total 

The 28010 Memory Management Unit (MMU) 
manages the large 8M byte address spaces of 
the 28001 or 28003 CPU. The MMU provides 
dynamic segment relocation as well as 
numerous memory protection features. 

Dynamic segment relocation makes user soft­
ware addresses independent of the physical 
memory addresses, thereby freeing the user 
from speCifying where information is actually 

DMASYNC 

BUS TIMINO {- ~ 
os 

CHIP SELECT ---+- cs 

za010 
MMU 

+ 5 V GND elK RESET 

A" 

A" 

A" 
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A" 

A" 

"" A, 

A, 

.,Vi _) 
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8T2"""- STATUS 

8T1 ..--
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Figure 1. Pin Functions 

Appendix B 

Z8010 
Z8000™ Z·MMU Memory 
Management Unit 

Product 
Brief 

March 1982 

physical address space of 16M bytes; all 64 
segments are randomly accessible. 

• Can be used with either the 28001 or 28003 
CPU. 

• Multiple MMUs can support several transla­
tion tables for each 28001/3 address space. 

• MMU architecture supports multi-program­
ming systems and virtual memory implemen­
tations. 

located in the physical memory. It also pro­
vides a fleXible, efficient method for support­
ing multi-programming systems. The MMU 
uses a translation table to transform the 23-bit 
logical address output from the 2800113 CPU 
into a 24-bit address for the physical memory. 
(Only logical memory addresses go to an MMU 
for translation; 1/0 addresses and data bypass 
this component.) 

cs N/S 

DMASYNC RIW 
SEGi' AS 

sUP DS 
iIESEi' STo 

A" ST, 

A" ST, 

A" ST, 

A" AD, 

A18 AD, 

Vee AD10 

A18 AD11 

A17 elK 

A16 OND 

A15 AD12 

A14 AD13 

A13 AD14 
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A, SN, 

RESERVED SN. 

SN, SN, 

Figure 2. Pin Assignments 
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Segmented 
Addressing 

B-4 

Memory segments are variable in size from 
256 bytes to 64K bytes, in increments of 256 
bytes. Pairs of MMUs support the 128 segment 
numbers available for a 28001/3 CPU address 
space. Within an address space, any 
number of MMUs can be used to accommodate 
multiple translation tables for System and Nor­
mal operating modes, or to support more 
sophisticated memory-management systems. 

MMU memory-protection features safeguard 
memory areas from unauthorized or unin­
tended access by associating special access 
restrictions with each segment. A segment is 
assigned a number of attributes when its 
descriptor enters into the MMU. When a 
memory reference is made, these attributes are 
checked against the status information sup­
plied by the CPU. If a mismatch occurs, a trap 

A segmented address space-compared 
with linear addressing-is closer to the way a 
programmer uses memory because each pro­
cedure and data set can reside in its own 
segment. 

The 8M byte 28001/3 addressing spaces are 
divided into 128 relocatable segments of up to 
64K bytes each. A 23-bit segmented address 
Uses a 7-bit segment number to point to the 
segment, and a 16-bit offset to address any 
byte relative to the beginning of the segment. 
The two parts of the segmented address are 
manipulated separately. 

The MMU diVides the physical memory into 
256-byte blocks. Segments consist of physically 
contiguous blocks. Certain seg~ents may be 
so designated that writes into the last block 
generate a warning trap. If such a segment is 
used as a stack, this warning can be used to 
increase the segment size and prevent a stack 
overflow error. 

The addresses manipulated by the program­
mer, used by instructions and output by the 
CPU are called logical addresses. The MMU 
takes the logical addresses and transforms 
them into the physical addresses required for 
accessing the memory (Figure 3). This address 
transformation process is called relocation. 

The relocation process is transparent to user 
software. A translation table in the MMU 
associates the 7-bit segment number with the 
base address of the physical memory segment. 
The 16·bit logical address offset is added to the 
physical base address to obtain the actual 
physical memory location. Because a base 
address always has a low byte equal to zero, 
only the high-order 16 bits are stored in the 

is generated and the CPU is interrupted. The 
CPU can then check the status registers of the 
MMU to determine the cause. 

Segments are protected by modes of permit­
ted use, such as read only, system only, 
execute only and CPU-access only. Other seg­
ment management features include a write­
warning zone useful for stack operations and 
status flags that record read or write accesses 
to each segment. 

The MMU is controlled via 22 Special I/O 
instructions from the 28001/3 CPU in System 
mode. With these instructions, system software 
can assign program segments to arbitrary 
memory locations, restrict the use of segments 
and monitor whether segments have been read 
or written. 

MMU and used in the addition. Thus the low­
order byte of the physical memory location is 
the same as the low-order byte of the logical 
address offset. This low-order byte therefore 
bypasses the MMU, thus reducing the number 
of pins required. 
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Description 

8074-001 

• PMMU architecture supports paged, virtual 
memory systems for the Z8003 VMPU. 

• Dynamic page relocation makes software 
addresses independent of physical memory 
addresses. 

• Memory-management features provide 
access validation to protect memory areas 
from unauthorized or unintentional access, 
and a write-warning indicator to prevent 
stack overflow. 

The Z8015 Paged Memory Management Unit 
(PMMU) is designed to support a paged virtual 
memory system for the Z8003 Virtual Memory 
Processor Unit (VMPU). Although designed 
primarily for the Z8003, the PMMU can also be 
used to support the other CPUs in the Z8000 
Family. Memory-management features allow 
access validation for memory protection and a 
write-warning to prevent stack overflow. An 
instruction abort for accesses to pages not in 
main memory allows restarting of instructions 
in the Z8003 VMPU. Each PMMU can manage 
a basic memory area of sixty-four 2048-byte, 
fixed-size pages. The VMPU's 8M byte logical 
address space is translated by the PMMU into 
a 16M byte physical address space. Page size 
can be easily changed and multiple PMMUs 
can be combined to support more pages. The 
PMMU is produced in a 64-pin package. 

Appendix B 

Z8015 Z8000™PMMU 
Paged Memory 
Management Unit 

Product 
Brief 

June 1982 

• 64 pages, each 2048 bytes in length, can be 
mapped into a total physical address space 
of 16 megabytes. 

• PMMU can be used to implement systems 
with larger or smaller page sizes. 

• The number of accessible pages can be 
increased by using multiple PMMUs to sup­
port separate translation tables for each 
Z8003 VMPU address space. 

A23 

A" 

ADDRESSI A" 
DATA BUS A" 

A" 

A" 

A" 

A" 

A" 

A" 

Au 

A" 

A" 

A" 
A, 

A, 

SUP 

RiW 
NIS 

S:r3 

ST, 

ST, 

STo 

+ 5 V GNO elK RESET 

Figure I. Pin Functions 

PHYSICAL 
ADDRESS 

SUPPRESS 

} ""~ 

B-5 



Appendix 9 

Functional 
Description 

Segmented 
AddreSSing 
and Address 
Translation 

9-6 

The Z8015 Paged Memory Management Unit 
(PMMU) manages the 8M byte addressing 
spaces of the Z8003 VMPU. The PMMU pro­
vides dynamic page relocation as well as 
numerous memory protection features. 

Dynamic page relocation makes user soft­
ware addresses independent of the physical 
memory addresses, thereby freeing the user 
from specifying where information is located in 
the physical memory. It also provides a flexi­
ble, efficient method for supporting multipro­
gramming systems. The PMMU uses a content­
addressable translation table to transform the 
23-bit logical address output from the VMPU 
into a 24-bit address for the physical memory. 
(Only logical memory addresses go to a PMMU 
for translation; 1/0 addresses and data bypass 
this component.) 

The PMMU is designed to use a memory 
page 2048 bytes in length. Multiple PMMUs 
can be used to support more than 64 pages 
within a given address space. In addition, 
PMMUs can be used to accommodate separate 
translation tables for system and normal 
operating modes. The basic page length of 
2048 bytes can be increased or decreased 
using a minimal amount of external circuitry. 

The PMMU is designed to implement a 
paged virtual memory using the Z8003 VMPU. 
The PMMU saves sufficient information to 
recover from an instruction abort due to a 
page fault. The instruction can be restarted 
after the required information has been placed 
in primary memory and the P~.11'.1U's descrip 
tors updated to allow address translation to the 
selected primary memory loc5ltions. 

As an aid in implementing efficient paging 
algorithms, the PMMU provides Changed and 
Referenced flags for each page. The Changed 

The addresses manipulated by the program­
mer, used by instructions, and output by the 
VMPU are called logical addresses. The 
PMMU translates logical addresses into the 
physical addresses required for accessing the 
memory. 

The 23-bit logical addresses output by the 
VMPU divide an 8M byte addreSSing space 
into 128 segments of up to 64K bytes each. A 
23-bit segmented address consists of a 7-bit 
segment number and a 16-bit offset used to 
address any byte relative to the beginning of 
the segment. The two parts of the segmented 
address (segment number and offset) can be 
manipulated separately. 

The PMMU divides physical memory into 

flag indicates that a page has been altered and 
hence must be copied to secondary storage 
before that physical memory can be used for 
another page. The Referenced flag can be 
used to determine which pages have not been 
accessed by an executing program. This infor­
mation is useful in a variety of memory­
management algorithms. 

PMMU memory protection features 
safeguard memory areas from unauthorized or 
unintended access by associating special 
access restirctions with each page. A page is 
assigned a number of attributes when its 
descriptor is initially entered into the PMMU. 
Pages are protected by modes of permitted 
use, such as read only, system only, and exe­
cute only. The Valid flag indicates whether or 
not a descriptor has been initialized. When a 
memory reference is made, these attributes are 
checked against the status information sup­
plied by the VMPU. If a mismatch occurs, the 
instruction is aborted, a Trap Request signal is 
generated and the VMPU is interrupted. The 
VMPU then checks the status registers of the 
PMMU to determine the cause of the abort. 

The PMMU is controlled by 20 special I/O 
instructions, which can be issued from the 
VMPU in system mode only. With these 
instructions, system software can assign pro­
gram pages to arbitrary memory locations, 
restrict the use of pages, and monitor whether 
pages have been read or written. 

The PMMU has two operating modes: an 
dudress translation mode in which addresses 
are translated automatically as they are 
received, and a command mode, during which 
specific registers in the PMMU are accessed 
using special I/O commands. 

2048-byte pages. Pages are assumed to be 
allocated in memory on 2048-byte boundaries 
so that the II low-order bits of the starting 
location of each page are always equal to zero. 
Segments in a virtual memory system can con­
sist of pages that need not be in physical 
storage. Those segment pages in main memory 
need not be contiguous. Segments can have a 
variable number of pages. Any page can be 
designated so that writes into the lowest 
numbered 128 bytes generate a warning trap 
without an instruction abort. If such a page is 
used as the last page of the system stack, the 
warning trap can be used to allocate another 
page to the stack segment and prevent a stack 
overflow error. 
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Description 

2016-039,041 

• Two independent, 0 to 1M bit/second, full­
duplex channels, each with a separate 
crystal oscillator, baud rate generator, and 
Digital Phase-Locked Loop for clock 
recovery. 

• Multi-protocol operation under program 
control; programmable for NRZ, NRZI, or 
FM data encoding. 

• Asynchronous mode with five to eight bits 
and one, one and one-half, or two stop bits 
per character; programmable clock factor; 
break detection and generation; parity, 
overrun, and framing error detection. 

The Z-SCC Serial Communication Controller 
is a dual-channel. multi-protocol data com­
munication peripheral for Z-BUS use. It is 
software-configured to satisfy a wide variety of 
serial communication applications. Its bask 
function is serial-to-parallel and parallel-to­
serial conversion. In addition, the Z-SCC has 
internal functions that minimize the need for 
external random logic on the circuit card. 

AD, TxDA \ SERIAL 
AD, R)(OA ...-1 DATA 

AD, TRxCA -I CHANNEL 
AD, RTxCA _I CLOCKS 

A03 SYNCA -- CH·A 
AD, WiAEaA CHANNEL 
AD, 0'iRiREQA CONTROLS 

ADo RlSA 
FOR MODEM, 
DMA,OR 

AS OTHER 

OS 

R/W hOB I SERIAL 
RxDB ~ DATA 

I CHANNEL 
CLOCKS 

CHANNEL CH·B 

lEO CONTROLS 
FOR MODEM, 
DMA,OR 

Z8030 OTHER 

Z·SCC 

t t t 
+5V GND PCLK 

Figure 1. Pin FunclioDS 
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Z8030 Z8000™ Z-SCC 
Serial Communications 
Controller 

Product 
Brief 

March 1982 

• Synchronous mode with internal or external 
character synchronization on one or two 
sync characters and CRC generation and 
checking with CRC-16 or CRC-CCITT 
preset to either Is or Os. 

• SDLC/HDLC mode with comprehensive 
frame-level control, automatic zero insertion 
and deletion, I-field residue handling, abort 
generation and detection, CRC generation 
and checking, and loop mode operation. 

• Local loopback and auto-echo modes. 

The Z-SCC handles asynchronous formats, 
synchronous byte-oriented protocols such as 
IBM Bisync, and synchronous bit-oriented pro­
tocols such as HDLC and IBM SDLC. It also 
supports virtually any other serial data tra.n.sfer 
application (cassette or diskette interface, for 
example). 

The device can generate and check CRC 
codes in any synchronous mode and can be 

AD, ADo 
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iNT os 
lED AS 
lEI R/W 

INTACK CSo 
+5V cs, 

ViiRE'QA ONO 
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RxDA RTxCB 

TRxCA RxOS 

TxDA TRxes 

DTR/REQA TxDB 

RlSA DTRIREQB 

elSA RISS 

DeDA erss 
PCLK CCDS 

Figure 2. Pin AsslgllJllenls 
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Typical 
Applications 

6-8 

programmed to check data integrity in various 
modes. It also has facilities for modem controls 
in both channels. In applications where these 
controls are not needed, the modem controls 
can be used for general-purpose I/O. 

As is standard among Zilog peripheral com­
ponents, the Z-BUS daisy-chain interrupt 
heirarchy is supported. 

The Z-SCC contains the necessary multi­
plexed address/data bus interface with strobe 
and chip select lines to function as a Z-BUS 
peripheral. It includes internal control and 
interrupt logic, two full-duplex channels and 
two baud-rate generators. Associated with 
each channel are several read and write 
registers for mode control as well as the logic 
necessary to interface to modems or other 
external devices. 

ADDRESSJ~. 
DATA~ 

CPU 
BUS 110 

CONTROL WL-__ ....J 

INTERRUPT 
CONTROL 

LINES 

INTERNAL 
CONTROL 

LOGIC 

INTERRUPT 
CONTROL 

LOGIC 

INTERNAL BUS 

The read and write register group for each 
channel includes eight control registers, two 
sync-character registers, and four status 
registers. Each baud rate generator has two 
read/write registers for holding the time con­
stant that determines baud rate. Associated 
with the interrupt logic is a write register for 
interrupt vector and three read registers: vec­
tor with status, vector without status, and inter­
rupt pending status. 

The logic for each channel provides format­
ting, synchronization and validation for data 
transferred to and from the channel interface. 
The modem control inputs are monitored by 
the control logic under program control. All of 
the modem control signals are general purpose 
in nature and optionally can be used for func­
tions other than modem control. 

CHANNEL B 
REGISTERS 

__ } MODEM, DMA, OR 
OTHER CONTROLS 

} SERIAL DATA 

..- } CHANNEL CLOCKS 

SYNC 
WAIT/REQUEST 

Figure 3. Functional Block Diagram 

Figure 4 shows how a Z-SCC can be con­
nected with Channel A programmed for the 
Synchronous Data Link Control (SDLC) Loop 
mode, functioning as a secondary station. If 
NRZI or FM coding is used, no clock lines are 
required because the clock can be recovered 
from the received data, using the Z-SCC's on­
chip Digital Phase Locked Loop (DPLL). 
Another Z-SCC (not shown), programmed for 
the SDLC mode, would be the controlling sta­
tion, polling the loop for traffic. The figure 
shows a typical, asynchronous serial port 
being serviced by Channel B of the Z-SCC. It 
could just as well support another synchronous 
data link, or even a high-speed link, transfer­
ring data via a DMA controller. 

{ 

TxDA } 

CHANNEL ~ SDLC 
A RxDA LOOP 

Z8030 
sec 

'~'l 
TxDB 

TRxes 

RTxCB 
MODEM } DATA 

RxDB LINK 

CONTROL 

Figure t. Loop Secondary Station and Serial Port 
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• Two independent 8-bit, double-buffered, 
bidirectional I/O ports plus a 4-bit 
special-purpose I/O port. I/O ports 
feature programmable polarity, 
programmable direction (Bit mode), "pulse 
catchers," and programmable open-
drain outputs. 

• Four handshake modes, including 3-Wire 
(like the IEEE-488). 

• REQUEST/WAIT signal for high-speed data 
transfer. 

The 28036 Z-CIO Counter/Timer and 
Parallel I/O element is a general-purpose 
peripheral circuit, satisfying most 
counter/timer and parallel I/O needs 
encountered in system designs. This versatile 
device contains three I/O ports and three 
counter/timers. Many programmable options 
tailor its configuration to speCific applications. 

ADDRESSIDATA {~ ~~~ 
BUS ......- AD3 

.-.. AD2 

AD, 

~ ADo 

BUS TIMINO { ~ ~ 
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{ 
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lEO 
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Figure 1. Pin Functions 
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Z8036 Z8000™ z-elo 
CounterlTimer and 
Parallel 1/0 Unit 

Product 
Brief 

March 1982 

• Flexible pattern-recognition logic, program­
mable as a 16-vector priority interrupt con­
troller. 

• Three 16-bit counter/timers with up to 
four external access lines per counter/timer 
(count input, output, gate, and trigger). 
and three output duty cycles (pulsed, 
one-shot, and square-wave), programmable 
as retriggerable or nonretriggerable. 

• Easy to use since all registers are read/write 
and directly addressable. 

The use of the device is simplified by making 
all internal registers (command, status, and 
data) readable and (except for status bits) 
writable. In addition, each register is given its 
own unique address so that it can be 
accessed directly-no special sequential 
operations are required. The Z-CIO is directly 
Z-BUS compatible. 
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Appendix B 

Architecture The 28036 2-CIO consists of a 2-BUS inter-
face, three I/O ports (Ports A and Bare 
general-purpose 8-bit ports linkable into a 
16-bit port; Port C is a special-purpose 4-bit 
port), three 16-bit CounterlTimers (CIT I, CIT 
2, CIT 3), an interrupt control logic block, and 
an internal control logic block. Ports A and B 
are identical; B also is able to provide external 
access to CIT 1 and CIT 2. Either port can be 
specified as a handshake-driven, double­
buffered port (input, output, or bidirectional) 
or a control-type port with programmable 
individual bit direction. Pattern recognition 
interrupt generation on match is provided; one 
mode facilitates implementing a priority inter­
rupt controller. 

Ports A and B each contain 12 registers. The 
Data Path registers are the Input, Output, and 
Buffer registers. The Mode Specification and 
Handshake Specification registers define the 
mode of operation of the ports. The reference 
pattern (for pattern match) is specified by the 
Pattern Polarity, Pattern Transition, and Pat­
tern Mask registers. Detailed characteristics of 
the bit paths are controlled by the Data Path 
Polarity, Data Direction, and Special 1/0 Con­
trol registers. The Command and Status 
register contains the primary control and status 
bits. Registers associated with unused 
capabilities do not need initialization. 

Port C provides handshake lines for Ports A 
and B as needed. Unused lines can provide 

external access to CIT 3 or to bit 1/0. Port C 
has five registers. The Data Path registers are 
the Input and Output registers. The bit path 
definition registers are the Data Path Polarity, 
Data Direction, and Special 1/0 Control 
registers. 

The three identical CounterlTimers each 
consist of a 16-bit down-counter, a 16-bit Time 
Constant register (which holds the initial 
down-counter value), a 16-bit Current Count 
register (for reading the down-counter con­
tents), and CIT Mode SpeCification and CIT 
Command and Status registers. Counter input, 
gate input, trigger input, and CIT output lines 
are optionally available, as are the pulse, one­
shot, or square-wave CIT output duty cycles. 
Each CIT can be programmed as retriggerable 
or not. 

The interrupt control logic provides standard 
2-BUS interrupt capabilities. There are five 
registers (Master Interrupt Control register, 
three Interrupt Vector registers, and the Cur­
rent Vector register) associated with the inter­
rupt logic. In addition, the ports' Command 
and Status registers and the counterltimers' 
Command and Status registers include bits 
associated with the interrupt logic. Each of 
these registers contains three bits for interrupt 
control and status: Interrupt Pending (IP), 
Interrupt Under Service (IUS), and Interrupt 
Enable (IE). 

Figure 3. Block Diagram 
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Features 

Description 

2020-096. 097 

• l28-byte FIFO buffer provides asynchronous 
bidirectional CPU/CPU or CPU/peripheral 
interface, expandable to any width in byte 
increments by use of multiple FIOs. 

• Interlocked 2-Wire or 3-Wire Handshake 
logic port mode; Z-BUS or non-Z-BUS 
interface. 

• Pattern-recognition logic stops DMA 
transfers and/or interrupts CPU; preset byte 
count can initiate variable-length DMA 
transfers. 

The Z8038 FlO provides an asynchronous 
l28-byte FIFO buffer between two CPUs or 
between a CPU and a peripheral device. This 
buffer interface expands to a IS-bit or wider 
data path and expands in depth to add as 
many Z8060 FIFOs as are needed. 

The FlO manages data transfers by assuming 
Z-BUS, non-Z-BUS microprocessor (a general­
ized microprocessor interface), Interlocked 

+5V GND 

Figure 1. Pin FunctiOllS 
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18038 ZlOOOTM 
I-FlO FIFO lapull 
Output laterface Ualt 

Product 
Brief 

March 1982 

• Seven sources of vectored/nonvectored 
interrupt which include pattern-match, 
byte count, empty or full buffer status; 
a dedicated "mailbox" register with 
interrupt capability provides CPU/CPU 
communication. 

• REQUESTIW AIT lines control high-speed 
data transfers. 

• All functions are software controlled via 
directly addressable read/write registers. 

2-Wire Handshake, and 3-Wire Handshake 
operating modes. These modes interface 
dissimilar CPUs or CPUs and peripherals 
running under differing speeds or protocols, 
allowing asynchronous data transactions and 
improving 110 overhead by as much as two 
orders of magnitude. Figures 1 and 2 show 
how the signals controlling these operating 
modes are mapped to the FlO pins. 

161 
111 
I!:I 
I!!I 
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Functional 
Description 

8-12 

The FlO supports the Z-BUS interrupt pro­
tocols, generating interrupts upon any of the 
following seven events: a write to a message 
register, change in data direction, pattern 
match, status match, over/underflow error, 
buffer full and buffer empty status. Each inter­
rupt source can be enabled or disabled, and 
can also place an interrupt vector on the port 
address/data lines. 

The data transfer logic of the FlO has been 

TO 
Z-BUS 

OR GENERAL 
MICROPROCESSOR 

CONTROLI ,,_--_/1 
INTERFACE 

LOGIC 
PORT 1 

specially designed to work with DMA (Direct 
Memory Access) devices for high-speed 
transfers. It provides for data transfers to or 
from memory each machine cycle, while the 
DMA device generates memory address and 
control signals. The FlO also supports variably 
sized block length, improving system 
throughput when multiple variable length 
messages are transferred. 

TO 
Z·BUS 

OR GENERAL 
MICROPROCESSOR 

OR 
PORT WITH 

HANDSHAKE 

l\r--"/I CONTROll 
INTERFACE 

LOGIC 
PORT 2 

Figure 3. Functional Block Diagram 

Operating Modes. Ports 1 and 2 operate in 
any of the twelve combinations of operating 
modes listed in Table 2. Port I functions in 
either the Z-BUS or non-Z-BUS microprocessor 
modes, while Port 2 functions in Z-BUS, non­
Z-BUS, Interlocked 2-Wire Handshake, and 
3-Wire Handshake modes. Table I describes 
the signals and their corresponding pins in 
each of these modes. 

SlgDGi Z-BUS Z·BUS 
PI ... Low Byt. High Byte 

~ REQIWT REQIWT 

[!] DMASTB DMASTB 
@J os os 
iii RlW R!W 
[]] CS CS 
I!J AS AS 
[Q] INTACK AO 
[jj] lEO Aj 

IT] lEI A2 
[j] iN!' A3 

*2 SIde only, 

The pin .diagrams of the FlO ports are iden­
tical, except for two pins on the Port 1 Side, 
which select that port's operating mode. Port 
2' s operating mode is programmed by two bits 
in Port l's Control register O. Table 2 
describes the combinations of operating 
modes; Table I describes the control signals 
mapped to pins A-J in the five possible 
operating modes. 

Inlerlocked '·Wlre 
Non-Z-BUS HS Pori" NS Port" 

REQIWT RFD/DAV RFDIDAV 

DACK ACKIN DAVIDAC 

Ri5 FULL DACIRFD 

WR EMPTY EMPTY 

CE CLEAR CillJi 
C/O DATADIR DATA DIR 

INTACK INO INa 

lEO OUTI OUTI 

lEI Oil Oil 
INT OUT3 OUT3 

Table I. Control Signal Assignments 

Mode Control Bits Operating Mode 

Port 1 Port 2 

Z-BUS Low Byte 

Z-BUS Low Byte 

Z-BUS Low Byte 

Z-BUS Low Byte 

Z-BUS High Byte 

Z-BUS High Byte 

Z-BUS High Byte 

Z-BUS HIgh Byte 

Non-Z-BUS 

Non-Z-BUS 

Non-Z-BUS 

Non-Z-BUS 

Z-BUS Low Byte 

Non-Z-BUS 

3-Wlre Handshake 

2· Wire Handshake 

Z-BUS High Byte 

Non-Z-BUS 

3-Wlre Handshake 

2-Wlre Handshake 

z-BUS Low Byte 

Non-Z-BUS 

3-Wlre Handshake 

2-Wlre Handshake 

Table 2. Operating Modes 
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• Asynchronous, bidirectional first-in, first-out 
buffer. 

• Extends depth of Z-FIO without limit. 

• 128 x 8 organization. 

The Z-FIFO first-in, first-out buffer unit is a 
128 x 8-bit memory with bidirectional data 
transfer capability and handshake logic. Its 
structure is similar to that of other FIFOs that 
are commonly available, such as the AM2812 
and the 3351. The handshake logic used is 
compatible with that of the Z8, the Z-CIO, and 

+5 V GND 

Figure 1. Pin Functions 
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Z8060 
Z8000™ FIFO Buffer Unit 
and I-FlO Expander 

Product 
Brief 

March 1982 

• 3-state data outputs. 

• Empty and Full status pins are wire-ORed 
among multiple stages. 

Z-FIO. Z-FIFO buffers can be cascaded, end to 
end, without limit, their RFD/DAV and ACKIN 
Signals daisy-chained, to make a FIFO array 
any desired number of words deep. Two such 
channels in parallel, suitably controlled, make 
up a 16-bit-wide buffer array. 

RFD/DAVA +5V 

ACKINA RFDfDAVB 

FULL ACKiNB 
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Figure 2. Pin Assignments 
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OR08N.RAL 

MIORONOO ••• OR 

Figure 3. Using FIFO. to Extend FlO Depth 
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ACKIN \ / '---.J 
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Figure 4. Two-Wire Interlocked H"ndshake Timing (Input) 
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'---.J 
Figure 5. Two-Wire Interlocked Handshake Timing (Output) 
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• Complete slave microcomputer, for 
distributed processing Z-BUS use. 

• ZS architecture and instruction set. 

• 2K bytes of on-chip ROM. 

o Available in standard or development 
configuration. 

• Three programmable I/O ports, two with 
optional2-Wire Handshake. 

• Six levels of priority interrupts from eight 

The ZS090 Universal Peripheral Controller 
(Z-UPC) is an intelligent peripheral controller 
for distributed processing applications (Figure 
3). The Z-UPC unburdens the host processor 
by assuming tasks traditionally done by the 
host (or by added hardware), such as perform­
ing arithmetic, translating or formatting data, 
and controlling I/O devices. Based on the ZS 
microcomputer architecture and instruction 
set, the Z-UPC contains 2K bytes of internal 
program ROM, a 256-byte register file, three 
8-bit I/O ports, and two counter/timers. 
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Z8000™ Z-OPC Onlvenal 
Peripheral Controller 

Product 
Brief 

March 1982 

sources: six external sources and two inter­
nal sources. 

• Two programmable 8-bit counter/timers 
each with a 6-bit prescaler. Counter/Timer 
TO is driven by an internal source, and 
Counter/Timer Tl can be driven by internal 
or external sources. Both counter/timers are 
independent of program execution. 

• 256-byte register file, accessible by both the 
master CPU and Z-UPC, using a fail-safe 
message-passing protocol. 

The Z-UPC offers fast execution time; an 
effective use of memory; and sophisticated 
interrupt, I/O, and bit manipulation. Using a 
powerful and extensive instruction set 
combined with an efficient internal addressing 
scheme, the Z-UPC speeds program execution 
and efficiently packs program code into the 
on-chip ROM. 

An important feature of the Z-UPC is an 
internal register file containing I/O port and 
control registers accessed both" by the Z-UPC 
program and by its associated master CPU. 
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This architecture results in both byte and 
programming efficiency, because Z-UPC 
instructions can operate directly on VO data 
without moving it to and from an accumulator. 
Such a structure allows the user to allocate as 
many general-purpose registers as the applica­
tion reqUIres for data buffers between the CPU 
and peripheral devices. All general-purpose 
registers can be used as address pointers, 
index registers, data buffers, or stack space. 

The register file is logically divided into 16 
groups, each consisting of 16 working 
registers. A Register Pointer is used in con­
junction with short format instructions, 
resulting in tight, fast code and easy task 
switching. 

Communication between the master CPU 
and the register file takes place via one group 
of 19 interface registers addressed directly by 
both the master CPU and the Z-UPC, or via a 
block transfer mechanism. Access by the 
master CPU is controlled by the Z-UPC to 
allow independence between the master CPU 
and Z-UPC software. 

The Z-UPC has 24 pins that can be dedi­
cated to I/O functions. Grouped logically into 
three 8-line ports, they can be programmed in 
many combinations of input or output lines, 
with or without handshake, and with push-pull 
or open-drain outputs. Ports 1 and 2 are bit-

programmable; Port 3 has four fixed inputs 
and four outputs. 

To relieve software from coping with real­
time counting and timing problems, the Z-UPC 
has two 8-bit hardware counter/timers, each 
with a fixed divide-by-four, and a 6-bit pro­
grammable prescaler. Various counting modes 
may be selected. 

In addition to the 40-pin standard configura­
tion, the Z-UPC is available in four special 
configurations: 

• A 64-pin RAM development version with 
external interface for up to 4K bytes of RAM 
and 36 bytes of internal ROM permitting 
down-loading from the master CPU. 

• A Protopack RAM version with a socket for 
up to 2K bytes of RAM, with 36 bytes of 
internal ROM permitting down-loading from 
the master CPU. 

• A 64-pin ROM development version with 
external interface for up to 4K bytes of ROM 
and no internal ROM. 

• A Protopack ROM version with a socket for 
2K bytes of ROM and no internal ROM. 

This range of versions and configurations 
makes the Z-UPC compatible with most system 
peripheral device control methods. 
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Figure 3. Functional Block Diagram 
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• Defines the interface protocols used by 
Z8000 family members for data transfer, 
interrupt Signaling, and resource sharing. 

• Provides multiplexed address/data bus 
shared by memory and I/O transfers, using 
separate protocols. 

• Provides 16 or more memory address bits; 
16-bit I/O addresses; 8 or 16 data bits. 

• Allows direct addressing of registers within 
peripherals. 

The Z-BUS is the high-speed parallel shared 
bus that links components of the Z8000 Family 
and provides family members with a common 
communication interface that supports: 

• Data Transfer. Data can be moved between 
bus masters (such as a CPU) and memories 
or peripherals. 

• Interrupts. Interrupts can be generated by 
peripherals and serviced by CPUs over 
the bus. 

• Resource Control. Distributed management 
of shared resources (including the bus itself) 
is supported by a daisy-chain priority 
mechanism. 

The heart of the Z-BUS is a set of multi­
plexed address/data lines and the signals that 
control these lines. Multiplexing data and 
addresses onto the same lines makes more effi­
cient use of pins, facilitates expansion of the 
number of data and address bits, and allows 
direct addressing of a peripheral's internal 
registers, which simplifies I/O programming. 

A daisy-chained priority mechanism resolves 
interrupt and resource requests, thus allowing 
distributed control of the bus and eliminating 
the need for separate priority controllers. The 
resource-control daisy chain allows wide 
physical separation of components. 

The Z-BUS is asynchronous in the sense that 
peripherals do not need to be synchronized 
with the CPU clock. All timing information is 
provided by Z-BUS signals. 

Appendix 6 

Z·BUS® 
Component Interconnect 

Descriptive 
Brief 

March 1982 

• Provides bus signals that allow separate 
CPU and peripheral clocks. 

• Supports polling, vectored interrupts and 
non-vectored interrupts. 

• Defines a simple priority interrupt scheme, 
without a separate controller, through a 
daisy-chain interrupt structure. 

• Supports distributed control of bus and 
other shared resources through bus and 
resource request protocols. 

------PRIMARy SIONALS------

BUS 
MASTER 

< AD,-AD" > 
EXTENDED ADDRESS 

STATUS> 
--As~ 

--0$----. 
--RIW--+-
--s/Vi ----.-
"""'--WAIT-­

-4--RESET------. 

PERIPHERAL 
AND MEMORY 

-----BUS REOUEST SIONALS----­

"--BUSREQ~ 

--BUSACK______.. 
CPU 

REQUESTER 

C:::: BAi~ 
BAO"­

-----INTERRUPT SIONALS------

~iNf--

~IEI---'" 

L- 1E04--

PERIPHERAL 

----RESOURCE REQU",ST SIONALS----

Z·BUS 
COMPONENT 

--MMRQ~ 

4--iiiMSf-­
~MMAI----, 

______ MMAO----.J 

Figure I. Z-BUS Signals 

MULTI-MICRO 
REQUEST 
NETWORK 
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Memory and 
1/0 Data 
Transfers 

Interrupt 

Bus and 
Resource 
Requests 

B-1B 

When a processor accesses a memory 
location or I/O deVICe via the Z-BUS, both 
the address and data are transferred over 
ADo-ADI5. The address is transmitted while 
Address Strobe (AS) is Low at the beginning of 
a transfer, and data is moved while Data 
Strobe (DS) is Low at the end of a transfer (as 
shown in Figure 2). The status lines serve to 
distinguish between I/O and memory and 
among the various memory address spaces. 
The ReadlWrite (R/W) line and Byte/Word 
(B/W) line determine the type of transfer; 
WAIT allows slow memory or peripherals to 
delay data transfer. 

The Z-BUS interrupt scheme is an mterrupt­
under-service priority daisy chain that requires 
no separate priority controller. Interrupt 
requests are all tied directly to the INT pm of 
the CPU. (See Figure 3.) Physical position 
along the IEIIIEO daisy chain determines the 
prIOrity assigned to any given peripheral. 

A complete interrupt cycle consists of an 
interrupt request followed by an mterrupt­
acknowledge transaction. The request, which 

HIOHEST 
PRIORITY 

Z·BUS 
PERIPHI!!RAL 

ADO-AD11 
(RBAD) 

ADo-AD •• ~ ";,ATA >--
(WRITE' ~----------'-

Figure 2. Z-BUS Memory and I/O TraDBfe .. 

consists of INT pulled Low by a peripheral, 
notifies the CPU that an mterrupt is pending. 
The interrupt-acknowledge transaction, which 
is Initiated by the CPU as a result of the 
request, performs two functions: 1) using the 
IEI/IEO daisy chain it selects the peripheral 
whose interrupt is to be acknowledged; 2) it 
obtains a vector that identifies the selected 
device and the cause of interrupt. 

Z·8US 
PERIPHERAL 

LOW.ST 
PRIORITY 

Z·BUS 
NlUPH&RAL 

+C:rrrt ti- lEO lEI ADo-ADr.Q os iN'f iNflffi( lEO lei ADo-AD7.q D! IRT rATACK lEO 

I Itt I ~c-----t I I I , 
ADo-A07 +l .. 

Z·BUS 1m CPU ..,. 
WAIT -

STATUS ====>[ STATUS l 
DI!CODIR r 

AD8-A015 ¢=:J ".OM • .·B'T P'.'P.E.ALS 

Figure 3. Interrupt Co .... ecllo ... 

For a device other than the CPU (which is 
default master) to gain control of the bus, it 
must make a bus request by forCing BUSREQ 
Low. After BUSREQ is pUlled Low, the Z-BUS 
CPU relinquishes the bus and indicates this 
condition by pulling BUSACK Low. This Low 
signal is propagated through the BAIIBAO 
daisy chain until it reaches a bus requester 
that is ready to use the bus. 

This requester uses the bus and then 
releases BUSREQ and allows BAO to follow 
BAl. When all simultaneously requesting 
devices have relinquished the bus, BUSREQ 
goes High, returning control of the bus to the 
CPU. 

The resource request cham is used to share 
a resource among several Z-BUS CPUs, none 
of whICh is default master of that resource. The 
resource-request signals and protocol are 
similar to that of the bus request, except that 
there is no default master. 

BUS 
REQUIISTERS 

Z-BUS CPU 

iAi 
BusREai----1 

iiAO 

Figure 4. Bus Request CollUlectloDS 
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A 

B 

c 

o 

E 

LOWER \UBItE (1IEXl. UPPER IIISTIIUCTIOR BYTE 

0 I 2 S , 5 • 
ADD. ADD SUBB SUI ORB OR AlIDI 

R -IR R -IR R -IR R -IR R-IR R-IR R-IR 
R -1M R-IM R-IM R -1M R -1M R-IM R-IM 

CPt PUSRL 8UIL P1ISH LDL POPL ADDL 
R -IR IR -IR R -1ft 1ft - 1ft R -IR IR -IR R-IR 
R -1M R -1M R-IM R -1M 

LDI LD RE8B us BETI BET IlTI 
R-IR R -1ft 18 -1M 1ft -1M 1ft -1M IR -1M IR -1M 
R -IN R-IM R -R R -R R -R R-R R - R 

LDI LD LDI LD LDA LDL RBVD 
R -BA R -BA BA - R SA -R R -BA R -BA 
LDRB LDR LDRB LDR LDAR LDBL 

R -RA R -RA RA -R RA - R R -RA R -R 

ADDB ADD SUBB SUI ORB OR MDI 
R-X R-X R -x R-X R - X R - X R -x 

R - DA R -OA R -OA R -OA R -DA R -DA R -OA 

CPt PUSRL BUlL PUIR LDL POPL ADDL 
R-X 1ft -x R -x IR -x R-X 1ft -. X R -x 

R -DA IR -DA R -DA 1ft -DA R -OA IR ~DA R -OA 

LDI LD USB REB BETI BET IITI 
R -x R-X X -1M X -1M X -1M X-1M X -1M 

R -DA R -DA DA -1M DA -1M DA - 1M DA -1M DA -1M 

LDB 1M LDB LD LDA LDL LDA 
R - BX Table ax -R BX -8 R - 8X R - BX R -x 

7 R -DA 

ADDI ADD SUlI 8U1 ORB OR 
R -R R-R R-R R -R R-R R - R 

CPt PUSRL SUIL PUIR LDL POPL 
R -R IR -R R -R 1ft -8 R-R R -IR 

LDI LD REBB REB BETI BET 
R -R R-R R-IM R -1M R-IM R-IM 

DJIlI llJ:T8 1M 1M ADCI ADC 
llJ:T8I Table Table R -R R -R 

R apt , , 
LDI 

R -1M 

CALK 
PC -RA 

JR 
PC - RA 

DIRJ: 
DIJRZ 

PC -RA 

Notes: 

I) Reserved InstructJons (RSVD) should not be 
used. Tile result of their executJon IS not defIned. 

2) The executJon of an extended Instruction will 
result In an Extended InstructIon Trap Ii the EPA 
bit in the FeW IS a zero. II the flag IS a one the 
Extended InstructIon WIll be executed by the EPU 
function. 

MDI 
R-R 

ADDL 
R - R 

IITI 
R -1M 

SBCB 
R -R 

7 • • A 

AlID :lORB :lOR CH 
R -IR R -1ft R-IR R -IR 
R -1M R -1M R -1M R-IM 

pop NULTL NULT DIYL 
1ft -1ft R - 1ft R - 1ft R-IR 

R -1M R -1M R -1M 

BIT 1IIC1 IRC DECI 
IR -1M 18 -1M 1ft -1M IR -1M 
R-R 

LDL RBVD LDP8 1M 
BA - R IR Tft 
R~!"R 

ARD :lORB :lOR CH 
R-X R -x R - X R -x 

R - DA R -OA R -OA R -OA 

pop NULTL NULT DIYL 
IR- X R -x R - X' R - X 

1ft -DA R -DA R -DA R -DA 

lIT IRCI IRC DECI 
X -1M X -1M X -1M X -1M 
DA-IM DA -1M DA -1M DA -1M 

LDL RBVD LDPS HALT 
8X - R PS - x 

PS - DA 

AlID XORB :lOR CPB 
R-R R - R R - R R-R 

pop NULTL MULT DIYL 
R - 1ft R -R R -R R -R 

lIT IRCI IRC DECI 
R-IM R -1M R -1M R-IM 

sse 1M RBVD 1M 
R-R Table Table 

s • 

Op Code Map 

Appendix C 

I C ~ ....E. .L 
CP S" 1M ElITEft1) DTE1ID 

R-IR fable T"b. IIIST IIIST 
R-IM I I 

DIY 1M LDL JP CALL 
R - 1ft Table Ift-R PC-1ft PC-1ft 
R -1M 2 

DEC ED U LDI LD 
1ft - IM R-Ift R-IR Ift-R IR-R 

1M IllS IR OUTS OUT 
T~ R-IR R-IR IR-R IR-R 
II 

CP 1M 1M ElITEft1) EXTERD 
R-X Table Table (HIT IIIST 

R - DA ( I 

DIY 1M LDL JP CALL 
R -x Table X-R PC-X PC-X 

2 DA-R PC-DA PC-DA 

DEC ED U LDB LD 
X -1M R-X R-X X-R X-R 

DA -1M R-DA R-DA DA-R DA-R 

1M EI 1M .RBVD sc 
Table DI Table 

7 7 

CP 1M 8" llJ:TE1ID ElITEft1) 
R-R Table Table IIIST. IRST. 

I I 

DIY 1M RBVD RET RBVD 
R-R Table PC-(SPI 

2 

DEC ED U TCCI TCC 
R -1M R-R R-R R R 

1M RRDB LUI BLDB RBVD 
Table R R-IM R • 
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OC 
COMB 

IR 

CPB 
IR,IM 

NEGB 
IR 

RSVD 

TESTB 
IR 

LDB 
JR-IM 

TSETB 
IR 

RSVD 

CLRB 
IR 

C-2 

OD 4C 4D IC 
COM COMB COM COMB 

IR x x R 
DA DA 

CP CPB CP LDCTLB 
Ift.IM X,IM X,IM R-FLGS 

DA,IM DA,IM 

MEO NEGB MEO NEGI 
IR x X R 

DA DA 

RSVD RSVD RSVD RSVD 

TEST TESTB TEST TESTB 
IR X x R 

DA DA 

LD LDB LD RSVD 
lA-1M X-1M X-1M. 

DA-IM DA-IM 

TBET TSETB TSET TSETB 
IR x x R 

DA DA 

RSVD RSVD RSVD RSVD 

CLK CLRB CLR CLRB 
IR x X R 

DA DA 

PUSH LDCTLB 
1M FLGS-R 

'---- '----

Table I. Upper Instruction Byte 

9C 

LJ 
TESTL 

IR 

LDM 
I8-A 

Table 2. Upper Instruction Byte 

ID 
COM IIIIB l1li 

R IR-IR IR-IR 
IIIIRB IIIIR 
IR-IR 1ft-1ft 

SETFLQ 
SIIIIB SIIII 
IR-IR IR-Ift 
SIIIIRB SIIIIR 

NEG 1ft-1ft IR-IR 
R 

oum oun 
IR-lft IR-IF 

RESFLG OTIRB OUTIR 
IR-IR IR-IR 

soum SOUTI 
TEST IR-IR IR-IR 

R SOTIRB SOTIR 
IR-IR IR-IR 

COMFLG INB IN 
R-DA R-DA 

TSET 
R SIIIB SIN 

R-DA R-DA 

NOP 

OUTB OUT 
OA-R OA-R 

CLK 
R 

SOUTB SOUT 
OA-R DA-R 

INDB IND 
Ift-IR IR-IA 
INDRII INDR 
IR-IR IR-IR 

SlNDB SIND 
1ft-1ft Ift-I8 

SlNDRB SINDR 
Ift-IR IR-lR 

OumB oum 
A IA-IR lA-1ft 

omRB omR 
IR-IR 18-1ft 

soumB soum 
1ft-1ft IR-IR 

somRB somR 
IR-IR IR-IR 

Table 3. Upper Instruction Byte 
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Ba B3 B8 BA BB 1B 10 

TRIB 
IR 

IRET RSVD 
PC-(SSP} 

RLB RL 
(1 bit) (I bit) 

CPIB CPI 
lR IR 

R R 

LOIB LDI 
RSVD RSVD RSVD SLLB SLL 

R R 
SRLB SRL 

IR-IR IR-lR 
LOIRB LOIR 
IR-IR lR-lR 

R R TRTIB CPSIB CPSI RSVD LDcn 

RLB RL lR IR IR R-FCW 

(2 blls) (2 bits) 
R R 

RSVD RSVD RSVD RSVD LDCTL 

SOLB SOL 
R -RFRSH 

R R 

TRIRB CPRIB CPIR RSVD LOCTL 
IR R-

PSAPSEG RRB RR 
IR lR 

(1 bit) (l bit) 
R R 

RSVD RSVD RSVD RSVD Locn 
R-

SLLL PSAPOFF 
RSVD R 

SRLL 

'" TRTIRB 

5 IR 
RSVD LOCTL 

R -NSPSEG 
RRB RR 

CPSIRB CPSIR 
IR IR 

" 0 
0: 

(2 bits) (2 blls) 

R R 

" RSVD :> 
t= 
'" 

RSVD Locn 
R-NSPOFF 

RSVD SOLL 

RSVD RSVD 

R !i 

~ TROB 
IR 

MSET RSVD 

RLeB RLC 

CPOB CPO 
lR IR 

~ RSVD MRES RSVD 

(1 bit) (I bit) 

R R 
LOOB LOO 

el 
i:! 
Ii! 
15 TRTOB 

~ IR 
MBIT LDcn 

FCW-R 

SLAB SLA 
R R 

SRAB SRA 
R R 

RLCB RLC 

IR-IR JR-IR 
LDORB LOOR 
IR-IR IR-IR 

CPSOB CPSD 
IR lR 

A (2 blls) (2 bits) 

RSVD RSVD LOCTL 
R R 

RSVD RSVD 
RFRSH-R 

SOAB SOA 
R R 

TRORB CPORB CPOR LOCTL 
c lR lR lR PSAPSEG 

RRCB RRC -R 

c (I hit) (1 bit) 

R R RSVD RSVD RSVD MREQ LDcn 
R PSAPOFF 

SLAL -R 

RSVD R 
SRAL TRTORB CPSORB CPSOR RSVD LOCTL 

lR IR lR NSPSEG-R 

RRCB RRC 
(2 bits) (2 bits) 

R R LOCTL 
RSVD RSVD RSVD RSVD NSPOFF-R 

SOAL 
RSVD R 

Table 4. Table 5. Table 6. Table 7. 
Upper Instruction Byte Upper Instruction Byte Upper Instruction Byte Upper Instruction Byte 
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Topical 
Index Data Addreulag Flags 

IDBtructloa Duc:rtptloa MulDODlc Typ .. Modea Affected 

Arithmetic 
Add with Carry ADC B,W R C, Z, S, V, D', H' 
Add ADD B, W,L R, 1M, IR, DA, X C, Z, S, V, D', H' 
Compare (Immediate) CP B,W IR, DA, X C,Z,S, V 
Compare (Register) CP B, W,L R, 1M, IR, DA, X C, Z, S, V 
Decimal Adjust Bit DAB B IR C, Z, S 
Decrement DEC B,W R, IR, DA, X Z,S, V 
DIVIde DIV W,L R, 1M, IR, DA, X C, Z, S, V 
Extend Sign EXTS B, W,L R C, Z, S, V 
Increment INC B,W R, IR, DA, X Z, S, V 
Multiply MULT W,L R, 1M, IR, DA, X C, Z, S, V 
Negate NEG B,W R, IR, DA, X C, Z, S, V 
Subtract with Carry SBC B,W R C, Z, S, V, D', H' 
Subtract SUB B, W,L R, 1M, IR, DA, X C, Z, S, V, D', H' 

Bit MaDlpulatloa 
Bit Test BIT B,W R Z 
BIt Reset (Slatic) RES B,W R, IR, DA, X 
BIt Reset (Dynamic) RES B,W R 
Bit Set (SialIc) SET B,W R, IR, DA, X 
BIt Set (DynamIc) SET B,W R 
Bit Test and Set TSET B,W R, IR, DA, X S 

Block Traaafer aad Siriag MaDlpulatloa 
Compare and Decrement CPD B,W IR C, Z, S, V 
Compare, Decrement, and Repeat CPDR B,W IR C, Z, S, V 
Compare and Increment CPI B,W IR C, Z, S, V 
Compare, Increment, and Repeat CPIR B,W IR C, Z, S, V 
Compare String and Decrement CPSD B,W IR C, Z, S, V 
Compare String, Decrement, and Repeat CPSDR B,W IR C, Z, S, V 
Compare String and Increment CPSI B,W IR C, Z, S, V 
Compare String, Increment, and Repeat CPSIR B,W IR C, Z, S, V 
Load and Decrement LDD B,W IR V 
Load, Decrement, and Repeat LDDR B,W IR V 
Load and Increment LDI B,W IR V 
Load, Increment, and Repeat LDIR B,W IR V 
Translate and Decrement TRDB B IR Z, V 
Translate, Decrement, and Repeat TRDRB B IR Z, V 
Translate and Increment TRIB B IR Z, V 
Translate, Increment, and Repeat TRIRB B IR Z, V 
Translate, Test, and Decrement TRTDB B IR Z, V 
Translate, Test, Decrement, Repeat TRTDRB B IR Z, V 
Translate, Test, and Increment TRTIB B IR Z, V 
Translate, Test, Increment, and Repeat TRTIRB B IR Z, V 

CPU Coatrollaatructioaa 
Complement Flag COMFLG C', 7!', S', P', V' 
Disable Interrupt DI 
Enable Interrupt EI 
Halt HALT 
Load Control RegIster (from regIster) LDCTL R C", 7!', S', P', D', H' 
Load Control Register (to register) LDCTL 
Load Program Status LDPS IR,DA,X C, Z, S, P, D, H 
Multi-Bit Test MBIT S 
Multi-MICro Request MREQ Z,S 
MullI-Mlcro Reset MRES 
MullI-Mlcro Set MSET 
No Operation Nap 
Reset Flag RESFLG C', 7!', S', P', V' 
Set Flag SETFLG C', 7!', S', P', V' 

1. Flag affected only for byte operahon. 

2. Flag modIfIed only If speCIfIed by the mstrucllon. 
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Topical 
Index 
(Continued) Data Aclclrealng Flap 

Iutructlon Description Mnemonic Typn Modes Aflected. 

Input/Output ID8lructloD8' Regular Special 
Input (S)IN' B,W IR,DA (DA) 
Input and Decrement (S)IND' B,W IR (IR) V 
Input, Decrement and Repeat (S)lNDR' B,W IR (IR) V 
Input and Increment (S)INI' B,W IR (IR) V 
Input, Increment, and Repeat (S)INIR' B,W IR (IR) V 
Output (S)OUT' B,W IR,DA (DA) 
Output and Decrement (S)OUTD' B,W IR (IR) V 
Output, Decrement, and Repeat (S)OUTDR' B,W IR (IR) V 
Output and Increment (S)OUTI' B,W IR (IR) V 
Output, Increment, and Repeat (S)OUTIR' B,W IR (IR) V 

Logteallulruc:tloD8 
And AND B,W R, 1M, IR, DA, X Z, S, P 
Complement COM B,W R, IR, DA, X Z,S,P 
Or OR B,W R, 1M, IR, DA, X Z,S,P 
Test TEST B, W,L R, IR, DA, X Z,S,P 
Test Condttion Code TCC B,W R 
Exclusive Or XOR B,W R, 1M, IR, DA, X Z, S,P 

Program Control IDBtructloD8 
Call Procedure CALL IR, DA, X 
Call Prooedure Relative CALR RA 
Decrement, Jump if Not Zero DJNZ B,W RA 
Interrupt Return IRET C,Z,S,P,D,H 
Jump JP IR, DA,X 
Jump Relative JR RA 
Return From Procedure RET 
System Call SC 

Rotate and Shllt IDBtructioDB 
Rotate Left RL B,W R 
Rotate Left Through Carry RLC B,W R C, Z, S, V 
Rotate Left Digit RLDB B R Z,S 
Rotate Right RR B,W R C,Z,S, V 
Rotate Right Through Carry RRC B,W R C,Z,S, V 
Rotate Right Digit RRDB B R 2, S 
Shift Dynamic Arithmetic SDA B, W,L R C,Z, S, V 
Shift Dynamic Logical SDL B, W,L R C, Z, S, V 
Shlft Left Arithmehc SLA B, W,L R C,Z,S, V 
Shift Left Logical SLL B, W, L R C,2,S, V 
Shilt Right Arithmetic SRA B, W,L R C, Z, S, V 
Shift Right LoglCal SRL B, W,L R C, Z, S, V 

3. Each I/O mstruction has a SpecIal counterpart used to alert other deVIces that a SpecIal va transachon IS occur-
rmg. The SpecIal I/O mnemOnIC IS S + Regular mnemomc. Refer to secbon 6.2.8 for further details. 
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RR. ( 
R. fT 

R1 1,5 

RR2( 
R2f 

R.I 

RR'( 

.. , 
R.' 

RR'( 
R·I 

RT I 

RR'( 
flll,s 

R.' 

RRtO I R10 I 

R11 I 

RA12 I R121 

R131 

{ R14' R14 

RR14 A1S' 

R15 

C-6 

RH, oir RLO 

RH' Rl1 

., 
RR, / 

R.I T RH' • IT RLD 

R,I15 RH' RL' ., 
RH2 RL2 

RH' RL> 
RR2/ 

R21 RH2 RlO 

R.f RH' RlO 

RO' 

RH. RU 

RHS RL5 
RR./ 

R·I RH. RL. 

R·I RH' RLO 
RO' 

RH' RLe 

RHT RLI 

R.\ 
RR./ 

RH. RLa 

RT I RHT RU 

RR8/ 
R8j15 

R.' 

., 
RQ. 

RR10 / A", 

Ai,l 

RA12/ 
Ani 

A13' 
SYSTEM STACK POINTE (SEG NO) R012 

NORMAL STACK POINTER (seG NO I 

SYSTEM STACK POINTER tOFFSEn 

NORMAL STACK POINTER (OFFSET) 

{ A14 , 
RR14 Ats SYSTEM STACK POINTER 

A15 NORMAL STACK POINTER 

Z8001 General Purpose Registe .. Z8002 General Purpose Regiate .. 

Register Binary 

ROO RRO RO RHO 0000 
RI RHI 0001 

RR2 R2 RH2 0010 
R3 RH3 0011 

R04 RR4 R4 RH4 0100 
R5 RH5 0101 

RR6 R6 RH6 0110 
R7 RH7 o III 

R08 RR8 R8 RLO 1000 
R9 RLI 1001 

RRIO RIO RL2 1010 
Rll RL3 1011 

ROl2 RRI2 RI2 RL4 1100 
RI3 RL5 1101 

RRI4 RI4 RL6 1110 
RI5 RL7 I III 

Binary Encoding for Register Fields 

SYSTEM SP ... 
AFTER TRAP 
OR INTERRUPT 

SYSTEM SP ... 
BEFORE TRAP 
OR INTERRUPT 

Z8002 
and 

Z8004 

IDENTIFIER 

FCW 

PC SEGMENT 

PC OFFSET 

Z8001 
and 

Z8003 

LOW 
ADDRESS 

SYSTEM STACK __ IDI:NTIFIER 
POINTER AFTER 
TRAP OR 
INTERRUPT 

FCW 

PC 

SYSTEM STACK --POINTER BEFORE 
TRAP OR 
INTERRUPT 

Hex 

0 
I 
2 
3 
4 
5 
6 
7 
8 
9 
A 
B 
C 
D 
E 
F 

LOW 
ADDRESS 

_ 1WORD __ _lWORD _ 

HIGH HIGH 

I ~--.. --- I "'.., .... n .. ,;;J~ 

Format of Saved Program Status In the System Stack 

. , . , 
RO' 

RO. 

., 
ROO 

RQf2 

2045·002. 003 2010·024 



BYTE OFFSET 
HEX DECIMAL 

o 

10 16 

18 24 

20 32 

28 40 

30 48 

38 56 

3C 60 

40 64 

44 68 

570 

2010-039, 024 

CONTROL BITS ,. 

15 

CONTROL BITS 

FLAGS 

PROGRAM COUNTER 

NONSEGMENTED 

FLAGS 

clzlsHDIH 
• PC SEGMENT NUMBER 

PROGRAM COUNTER OFFSET 

SEGMENTED 

Program Status Blocks 

PROG RAM STATUS AREA 
POINTER (PSAP) 

"" , 
I SEG. NO. I l UPPER J 

OFFSET 

Z8001 
and 

Z8003 

RESERVED 

----
RESERVED 

FCW EXTENDED 

f.J pScE~kru-
INSTRUCTION 

TRAP 

----
RESERVED 

FCW PRIVILEGED 

f.J_SEG_~ 
INSTRUCTION 

TRAP 
PC OFFSET ----
RESERVED 

FCW SYSTEM 

f--J_SEG~ 
CALL 
TRAP 

PC OFFSET ----
RESERVED 

FCW SEGMENT 

W_SEG~ TRAP 

PC OFFSET ----
RESERVED 

FCW NON-MASKABLE 

f.J.SEG_~ INTERRUPT 

PC OFFSET ----
RESERVED 

FCW NON-VECTORED 

f--J_SEG_~ INTERRUPT 

PC OFFSET ----
RESERVED 

FCW 

WSEG.b:=-
PCoOFFSET 

WSE~,==-
PC. OFFSET VECTORED 

W_SEG_b::-
INTERRUPTS 

PC. OFFSET 

· · · 
k-:!SE~~ 
PC ••• OFFSET ----

--, 
~.~.J 
IMPLIED 

Z8002 
and 

Z8004 

FCW 

PC 

FCW 

PC 

FCW 

PC 

NOT USED 

FCW 

PC 

FCW 

PC 

FCW 

PC. 

PC, 

PC. 

· · · 
PC255 

Program Status Area 
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BYTE OFFSET 
DECIMAL HEX 

12 C 

16 10 

20 14 

24 18 

28 1C 

3D 1E 

32 20 

34 22 

540 21C 
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Condition 
Codes 

C-B 

Code Meahlng Flag Setting Binary 

F Always false' 0000 
Always true 1000 

Z Zero Z = I 0110 
NZ Not zero Z = a 1110 
C Carry C = 1 0111 
NC No carry C = a 1111 
PL Plus 5 = 0 1101 
MI Minus 5 = 1 0101 
NE Not equal Z = a 1110 
EQ Equal Z = I 0110 
OV Overflow V = I 0100 
NOV No overflow V = a 1100 
PE Parity even P = I 0100 
PO Panty odd P = a 1100 
GE Greater than (5 XOR V) = a 1001 

or equal 
LT Less than (5XOR V) = I 0001 
GT Greater than (Z OR (5 XOR V» = a 1010 
LE Less than or (ZOR (5 XOR V» = I 0010 

equal 
UGE UnsIgned C = a 1111 

greater than 
or equal 

ULT UnsIgned C = I 0111 
less than 

UGT Unsigned ((C =0) AND (Z = 0» 1011 
greater than 

ULE Unsigned less (C OR Z) = I 0011 
than or equal 

This table provides the condition codes and the flag settings they represent. 

Note that some of the condition codes correspond to identical flag settings: i.e., Z-EQ, NZ-NE, 
NC-UGE, PE-OV, PO-NOV. 

* Presently not Implemented In PLZI ASM zaooo compiler. 

78543210 

I I I I BITS IN A BYTE 

15 14 13 12 11 10 9 8 7 8 5 4 3 2 1 0 

I I I I BITS I. A WORD 

Addre8. n 

I I 
BYTE 

Address n even Add ..... n + 1 

UPPER BYTE LOWER BYTE WORO 

Address n Address n + 1 

I ~PP~R ":OR~IUP~ER ~YT~ I ! I} 
;:Ad=d::: .. :: .. ~n;,.::+~2:"-____ -F-... =,.~.::.,:!n,.::+..:3,.,.,.,.....,==...,...., LONG WORD 

I I ~OW~R '-';OR~'LO~ER ,8YT~ I 

Addres.able Dala Elemenls 

2010-007 



Z8000 
Addr8S8lng 
Mod .. 

Powers 
012 
and 16 

2010·012 

Addreulng Mode 

• 

Immediate 

... 
1Ddlrec:t 
Register 

D& 

Direct 
Address 

·X 

IDClex 

B& 

Relative 
Address 

·U 

Base 
Address 

·B. 
Base 

IDdex 

I REGIBTERADDRE8I ~ 

I AiEQlSTERADDRESS ~1------+l1 ~ 

~I-------------~.~ 

I .. ·IST ••• DD .... H 'ND.X t-----J. _ 
t. :!"'~'~"~D~.~ ... ~jr--:f-~=::::==~ 

PC VALUE t-----J. _ 
[~Dt~.P~L~"~E~M~'''~}~====:::::~ 
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Operand Value 

10 !be laatruc:tkm 

The __ I 01 !be _loa 

."- ad .... Ia In !be 
register 

The coateDt 01 !be I_OD 
."- addrea Ia In !be 
I.-tructlon 

The eDDlenl ollhe 1_· 
1100 ._ addrea Ia !be 
addr ... In the lDIilructioa. 
plus lhe cooteol 01 !be 
worklag register. 

The cooteol ollhe ~Ikm ._ addrea Ia !be 

_101 !be program 
COWlIer. oIIIel by !be 
d1ap_11n !be 
_OD 

The coaleol 01 !be ~Ikm 
._ acldr_1a lhe 

a~ In !be rapier. 
0I1a! by !be dlaplacemeol 
In !be IDstructlOD 

The coaleol 01 the ~ 
Iloow_a~1a 

the a~ In a reglaler 
pi ... lhe IlIdex ""I ... 10 
_her regIater. 

"Do not use RO or RRO 48 Indlrect. lndex. or base reQlsters. 

2a D 18" D 

256 8 2' 16' 1 0 

512 9 2' 16' 16 1 

2' 16' 256 2 
1024 10 

2" 16' 4096 3 
2048 1l 218 16' 65536 4 
4096 12 2'" 16' 1048576 5 

8192 13 2" 166 16777216 6 

16384 14 2'" 16' 268 435 456 7 
232 166 4294 967 296 ·8 

32768 IS 236 16' 68 719 476 736 9 
65536 16 2"' = 1610 I 099 511 627 776 10 

131072 17 2" 16" 17592186 044 416 11 

262144 - 18 2- 16" 281 474976710656 12 

524286 19 2" 1613 4 503 S99 627 370 496 13 

2" 1614 72 057 594 037 927 936 14 
1048576 20 2"' 1618 1 152 921 504 606 846 976 IS 
2097152 21 
4194304 22 Powers 01 18 
8388608 23 

16777216 24 

Powers 01 2 
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8 7 6 5 4 3 2 

Hex Decimal Hex Decimal Hex Decimal Hex Decimal Hex Decimal Hex Decimal Hex Decimal Hex Decimal 

° ° ° ° ° ° 
268,435,456 16,777,216 1,048,576 65,536 4,096 256 16 

536,870,912 33,554,432 2,097,152 131,072 2 8,192 512 32 

3 805,306,368 50,331,648 3,145,728 196,608 12,288 768 48 3 

4 1,073,741,824 67,108,864 4,194,304 262,144 16,384 1,024 64 

5 1,342,177,280 83,886,080 5,242,880 327,680 20,480 1,280 80 

6 1,610,612,736 100,663,296 6,291,456 393,216 24,576 1,536 96 6 

1,879,048,192 117,440,512 7,340,032 458,752 28,672 1,792 112 

2,147,483,648 8 134,217,728 8 8,388,608 8 524,288 8 32,768 2,048 8 128 8 8 

9 2,415,919,104 150,994,944 9,437,184 589,824 36,864 2,304 144 

A 2,684,354,560 A 167,772,160 A 10,485,760 A 655,360 A 40,960 A 2,560 A 160 A 10 

B 2,952,790,016 B 184,549,376 B II ,534,336 B 720,896 B 45,056 B 2,816 B 176 B 11 

C 3,221,225,472 C 201,326,592 C 12,582,912 C 786,432 C 49,152 C 3,072 C 192 C 12 

D 3,489,660,928 D 218,103,808 D 13,631,488 D 851,968 D 53,248 D 3,328 D 208 D 13 

E 3,758,096,384 E 234,881,024 E 14,680,064 E 917,504 E 57,344 E 3,584 E 224 E 14 

F 4,026,531,840 F 251,658,240 F 15,728,640 F 983,040 F 61,440 F 3,840 F 240 F 15 

8 7 6 5 4 3 2 

Hexadecimal and Decimallnterger Conversion Table 

C-10 

To Convert Hexadecimal to Decimal 

1. Locate the column of deCImal numbers correspondmg to 
the left-most dIgIt or letter of the hexadecimal: select 
from thIS column and record the number that COf­

responds to the posItJon of the hexadecImal dIgIt or 
letter. 

2. Repeat step I for the urnts (second from the left) 
pOSItIon. 

3. Repeat step I for the urnts (third from the left) posItJon. 

4. Add the numbers selected from the table to form the 
deCImal number. 

To convert mteger numbers greater than the capaCIty of 
the table, use the techrnques below: 

Hexadecimal to Decimal 

Succeslve cumulative muhtphcahon from left to right, 
addmg umts posihon. 

Example: D3416~33801O Example: 
D ~ 13 

xl6 
208 

3 + 13 
2IT 
x 16 

3376 
4 +4 

3380 

r---C~o-n-v-er-s-io-n-o~f--~ 

Hexadecimal Value 
D34 

J.D 

2.3 

3.4 

3328 

48 

6 

4. DeCImal 3380 

To Convert Decimal to Hexadecimal 

I. (a) Select from the tabel the hIghest deCImal number 
that IS equal to 'or less than the number to be 
converted. 

(b) Record the hexadecImal of the column contaInIng 
the selected number. 

(c) Subtract the selected deCImal from the number to be 
converted. 

2. USIng the remaInder from step I(c) repeat all of step I 
to develop the second pOSItion of the hexadecImal (and 
a remamder), 

3. USIng the remaInder from step 2 repeat all of step I to 
develop the urnts posIlIon of the hexadeCImal. 

4. CombIne terms to form the hexadecImal number. 

Decimal to Hexadecimal 

DIVIde and collect the remamder in reverse order. 

Example: 338010 ~ D3416 

1613380 ",remaInder 

16~4 r 
16~3 

D 

Example: 

Conversion of 
Decimal Value 

3380 

J.D -3328 

52 

2. 3 -48 

4 

3.4 -4 

4. Hexadecimal D34 
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ASCII Hexadecimal Character Meaning Hexadecimal Character 

Characters 
00 NUL NULL Character 40 @ 
01 SOH Start 01 Heading 41 A 
02 STX Start 01 Text 42 B 
03 ETX End 01 Text 43 C 

--04 EOT -- End 01 Transmission 44 D 
05 ENQ Enquiry 45 E 
06 ACK Acknowledge 46 F 
07 BEL Bell 47 G 

--08 BS --Backspace 48 H 
09 HT HOrlzontal Tabulahon 49 I 
OA LF Line Feed 4A J 
OB VT Verhcal Tabulation 4B K 

--OC FF -- Form Feed 4C L 
OD CR Carriage Return 4D M 
OE SO ShIft Out 4E N 
OF SI Shilt In 4F 0 

--10 DLE -- Data Link Escape 50 P 
II DCl DevIce Control I 51 Q 
12 DC2 DevIce Control 2 52 R 
13 DC3 DevICe Control 3 53 S 

--14 DC4 -- Device Control 4 54 T 
15 NAK Negative Acknowledge 55 U 
16 SYN Synchronous Idle 56 V 
17 ETB End 01 Transmission Block 57 W 

--18 CAN --Cancel 58 X 
19 EM End 01 MedIum 59 Y 
lA SUB SubstItute 5A Z 
lB ESC Escape 5B [ 

--IC FS -- File Separator 5C \ 
lD GS Group Separator 5D J 
IE RS Record Separator 5E 
IF US Unit Separator 5F 

--20 SP-~ Space 60 
21 ! 61 a 
22 62 b 
23 # 63 c 

--24 $ 64 d 
25 % 65 e 
26 & 66 1 
27 67 g 

--28 68 h 
29 69 
2A 6A ) 

2B + 6B k 
--2C 6C 1 

2D 6D m 
2E 6E n 
2F / 6F 0 

--30 0 70 p 
31 1 71 q 
32 2 72 
33 3 73 

--34 4 74 
35 5 75 u 
36 6 76 v 
37 7 77 w 

--38 8 78 x 
39 9 79 y 
3A 7A 
3B 7B 

--3C < 7C 
3D 7D 
3E > 7E '" 3F ? 7F DEL Delete 
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INTRODUCTION 

This Appendix presents the software algorithms 
required to restart an aborted 18003 or 18004 
instruction. It was assumed in the preparation of 
this document that the reader would be famBar 
with the fOllowing: 1) the 18000 assembly 
language, 2) operating systems, particularly 
memory management, 3) the 18010 Memory Management 
Unit (MMU) , and 4) the 18015 Paged Memory 
Management Unit (PMMU). 

Restarting most instructions only requires setting 
the program counter to point to the first word of 
the aborted instruction. Some instructions, 
however, are aborted after they have modified some 
CPU registers but before their execution is 
completed. For example if a "Compare and 
Increment" instruction is aborted during execution 
because the memory number or word to be used for 
the comparison is not in main memory, then the 
register used as a counter wi 11 have been 
decremented. Thus, before restarting the 
instruction, 
incremented. 

the counter register must be 

When an instruction is aborted, the CPU saves the 
values contained by the Flag and Control Word 
(FCW) and the Program Counter (PC) of the aborted 
instruction on the system stack together with 
information read from the MMUs during the 
address/trap acknowledge sequence. The fault 
handler routine is automatically invoked to 
process the address translation trap. This 
routine saves a copy of the aborted program's 
registers so that another program can be executed 
while the aborted program waits for data or 
instructions to be loaded into the main memory. 

In the following discussion, the terms "PC" and 
"register" refer to copies of the aborted 
program's PC and registers, which typically reside 
in main memory during the suspension of the 
aborted program's execution. 

Appendix D 

The steps for restarting an instruction are as 
follows: 

1. 

2. 

3. 

4. 

5. 

6. 

Determine which MMU or PMMU caused the CPU 
instruction abort. 

If the MMU or PMMU that caused the abort was 
managing stack memory and the abort was the 
result of a Page Write Warning (PWW) then, 
exit routine; otherwise, continue with the 
next step. 

Determine whether or not the hardware was in 
the segmented mode. 

Read the address of the aborted 
from the appropriate MMU (or 
external hardware and update the 

instruction 
PMMU) and 

PC with it. 
The address's segment number and high byte are 
obtained from the MMU (or PMMU); the low byte 
is obtained from external hardware. 

Read the violation address from the 
appropriate MMU (or PMMU) and perform any 
action required to establish the validity of 
the requested address (e.g., bring in the 
page{s) from secondary memory, or mark an 
already resident page as valid). 

Read the Bus Status register from the 
appropriate MMU (or PMMU). If the status 
indicates that a trap had ocurred during an 
instruction fetch cycle then exit the routine; 
otherwise, continue with the next step. 

7. Using the updated PC, examine the instruction 
to see if any CPU registers have been 
modified. (Suggestion: use the upper byte of 
the instruction and a 256-bit table which 
identifies potential cases.) If the 
instruction did not modify any registers, then 
exit the routine. Some instructions aborted 
in a paged virtu.al memory system require that 
the number of successful data reads and writes 
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performed during the executed portion of the 
instruction cycle be saved for restart. This 
information is normally read from a hardware 
data transfer counter set up to count the 
number of successful data transfers performed 
since the completion of the last instruction 
fetch cycle. In the paged version of the MMU, 
however, this information is automatically 
collected and stored. 

B. Call the register fix-up routine, and exit the 
current routine. 

fIX-UP ROUTU£ 

The fix-up routine examines the aborted 
instruction and modifies the register file if 
necessary. The number of instructions that can 
generate memory traps depends' upon whether a 
segmented or paged virtual memory system is 
implemented. In a paged system, data can cross 
page boundaries; this operation, however adds 
complexity to the register fix-up routine as well 
as increasing the number of instructions that 
might have modified registers before being 
aborted. 

When a program is run in System mode, several 
assumptions regarding the operating system are 
made (no assumptions are made about programs run 
in Normal mode): 

• The fault handler will not generate a fault 
until all critical data has been saved. 

• The system stack always resides in main memory, 
thus, accessing the system stack never causes a 
fault. 

• I/O buffers always reside in primary memory; 
thus, an I/O instruction never causes a fault. 

0-2 

• The Program Status Area always resides in main 
memory. 

The reasons behind these assumptions are as 
follows: If the system stack is not located in 
main memory, the "saved" PC and FCW data pushed in 
response to an interrupt or trap acknowledge is 
lost unless captured by external hardware. 

If the Program Status Area (PSA) is not located in 
main memory, the occurrence of any trap or 
interrupt causes an address trap to be generated 
when the new program status is fetched. The new 
address trap forces the CPU to jump to whatever 
memory address was present on the bus when the MMU 
stopped generating trap requests (that is, the 
address of the "fetched" program status). 

The location of input/output buffers outside of 
main memory would result (except for extremely low 
speed devices) in transfer overruns or underruns. 
Such operations would cause data read from devices 
to be lost upon the detection of a memory fault. 

Tables 1 and 2 list all the instructions that may 
require modification to the registers before they 
can be restarted. Instructions not listed do not 
require additional action other than the 
correction of the Program Counter. The lists 
presented in Tab les 1 and 2 are based on the 
lB003/4 implementation of the l8000 instruction 
set. Only those actions given in these tables are 
to be performed before restarting the 
corresponding instruction. All actions listed 
must be performed even if the specifications of 
the instruction involved indicate that registers 
will be modified during its execution. 

Only those registers indicated in Tables 1 and 2 
should be "corrected" in the case of an abort. 



Table 1. Instructions Thst May Have Modified CPU Registers When Aborted 
in a Seg.ented Virtual Me.ary. 
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INSTRUCTION DESCRIPTION 

LDI(R): 

CPI(R), TR(T)I(R): 
CPD(R), TR(T)D(R): 

CPSI(R) : 

LOD(R), CPSD(R): 

CALL(R): 
CALL: 
CALR: 

POP: 

POPL: 

If bus cycle status indicates that a read was attempted to an absent segment (RjW 
bit=1), increment the Counter register by one. 

If a write was attempted to an absent segment (R/W bit=O), increment the Counter 
register by one and decrement the Destination Pointer register by one if byte move 
or by two if word move. 

Increment the Counter register by one. 

Increment the Counter register by one. Compare the Source Pointer address with 
the violation address. If they are equal, then no further action is required; 
otherwise decrement the Destination Pointer register by one if comparing bytes 
compare or by two if comparing words. 

Same as the increment versions, but the Destination Pointer must be incremented. 

Increment R15 (the offset field of the Stack Pointer) by two if in a non segmented 
mode or by four if in a segmented mode. 

If R/llbit of bus cycle status=O (write attempted to an absent segment), decrement 
Stack Pointer by 2 and restart instruction. 

Same as POP but decrement by 4. 

Table 2. Instructions That May Have Modified CPU Registers When Aborted 
in a Paged Virtual MB.ory Systu.. 

INSTRUCTION DESCRIPTION 

LDL from memory: If the Destination register pair was used in the address calculation .!!!2. the Data 
Read/Write counter in the PMMU indicates that one read was successfully completed 
(i.e., the second half of the long word being loaded caused the page fault), then 
the even register of the pair was modified and the register may require correction 
before restarting the instruction; otherwise no action is required. 

In segmented mode: 

If the addressing mode was Indirect Register or Base, store the violation ad'dress 
segment number in the even register of the destination pair. 

If the addressing mode was Index and the even register of the destination pair was 
used as the index register, subtract the base address offset in the instruction 
from the violation address offset, store the result in the index register, and 
decrement that register by two. 

()..J 
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Table 2. (Continued) 

INSTRUCTION ~IPTION 

PUSHL from 
memory: 

LOI(R), CPI(R), 
CPSI(R), TR(T)I(R): 

LOD(R), CPO(R), 
CPSO(R), TR(T)O(R): 

LOPS: 

0-4 

If the addressing mode was Base Index then: 

If the Destination pair was used as the Base Address pair, store the violation 
address segment number in the even register of the destination pair. 

If the even register of the destinaton pair was used as the index register, 
subtract the Base Address offset from the violation address offset, store the 
result in the Index register, and decrement that register by two. 

In nonsegmented mode: 

If the addressing mode was Indirect register and the even register of the 
destination pair was used as the Indirect register, then decrement the violation 
address by two and store the result in the even register of the destination pair. 

If the addressing mode was Base or Index and the even register of the destination 
pair was used as the base or index register, subtract the address component in the 
instruction from the violation address, store the result in the even register of 
the destination pair, and decrement that register by two. 

If the addressing mode was Base Index with one of the address registers used as 
the even register of the destination pair, subtract the other address register 
from the violation address, store the result in the even register of the 
destination pair and decrement that register by two. 

I f the addressing mode was Base Index and the even register was used as both the 
Base and Index register, decrement the violation address by two, store the result 
in the even register of the register pair, and shift that register one position to 
the right (divide by two). 

If bus status indicates that a write was aborted (i.e., the bus status is not C16 
or 016) and the data Read/Write counter indicates completion of three data 
transactions, increment the Stack Pointer by four; otherwise, no action is 
required. 

Same as given in Table 1 for segmented virtual memory instruction CALL (R), CALL 
and CALR. 

If the Data Read/Write counter indicates that no read was successfull~ completed, 
no action is required. 

If one read was successfully completed, then if the saved FCW equals the first 
word of the PS (i.e., the CPU was in nonsegmented mode), clear the Segmentation 
mode bit and set the System mode bit in the saved FCW. 

If two reads were succassfully completed (i.e., the CPU was in Segmented mode), 
set both the Segmentation and System mode bits in the saved FCW. 
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Table 2. (Continued) 

INSTRUCTION DESCRIPTION 

RET: 

POP: 

POPL: 

LDM from memory: 

If the Data Read/Write counter indicates that no reads were successfully 
completed, and if in Nonsegmented mode, decrement R1 S (the offset field of the 
Stack Pointer) by two; otherwise, no action is required. 

If one read was successful, decrement R15 by four. 

If one read was successful, decrement stack pointer by two. 

If two reads were successful, decrement stack pointer by four. 

If bus status and the Data Read/Write counter indicate that n reads were 
successfully completed, then a register used in the address calculation may have 
been modified. If this is the case, the register needs to be corrected in the 
manner described below; otherwise, no action is required. 

If the Indirect Register addressing mode was used in Segmented mode and the 
indirect register pair has been modified, subtract 2(n + 1) from the violation 
address offset and store the segment number and computed offset in the register 
pair. In Nonsegmented mode, subtract 2(n + 1) from the violation address and 
store the result in the Indirect register. 

If the Index addressing mode was used and the index register has been modified, 
subtract the offset in the instruction and 2(n + 1) from the violation offset, and 
store the result in the Index register. 
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ALGORITHM FOR SEGMENTED VIRTUAL MEMORY REGISTER FIX-UP 

Definitions: 

RW 

SEG = 

VADDR 

Read/Write counter in PMMU 
or R/W bit in MMU bus cycle 
status register 

Segmented/Nonsegmented mode, 
SEG = 1 --> Segmented mode 
of operation 

violation address (two words 
if segmented, one word if 
nonsegmented) 

Rs, RRs 

Rsl 

Rd, RRd 

Rdl 

Rc 

LN 

= 

= 

= 

source register 

source register Rs + 1 (for 
example, if RR8 = S RRs then 
Rsl is R9) 

destination register 

destination register Rd + 1 

count register 

lowest nibble of first word 
of an instruction 

Upper Byte of lip Code 
B8: 

fix-Up 
(Translate) 

D-6 

DO-Df, lf, 5f: 
Rc <-- Rc + 1; 
(Call, Call Relative) 
If SEG = 1 THEN R15 <-- R15 + 4 

ELSE R15 <-- R15 + 2 
BA: (Load or Compare Byte String) 

Rc <-- Rc + 1; 

LDI: 

CPSI, CPSIR: 

LDD: 

CPSD, CPSDR: 

CASE LN 
1: If RW = 0 
(i.e. If WRITE) 

THEN IF SEG = 1 THEN Rdl <-- Rdl - 1 
ELSE Rd <-- Rd - 1 

2,6: IF SEG = 1 THEN If RRs # VADDR THEN Rdl <-- Rdl -
ELSE IF Rs ~ VADDR THEN Rd <-- Rd - 1 

9: If RW = 0 THEN IF SEG = 1 THEN Rdl <-- Rdl + 1 
(i.e. If WRITE) ELSE Rd <-- Rd + 1 

A,E: If SEG = 1 THEN If RRs ~ VADDR THEN Rdl <-- Rdl + 1 
ELSE IF Rs ~ VADDR THEN Rd <-- Rd + 1 

BB: (Load or Compare Word String) 
Rc <-- Rc + 1; 
CASE LN 

THEN If SEG = 1 THEN Rd1 <-- Rd1 - 2 
ELSE Rd <-- Rd - 2 

1: IF RW = 0 
(i.e. If WRITE) 

2,6: IF SEG = 1 THEN If RRs ~ VADDR THEN Rd1 <-- Rdl - 2 
ELSE If Rs ~ VADDR THEN Rd <-- Rd - 2 

9: If RW = 0 THEN IS SEG = 1 THEN Rd1 <-- Rdl + 2 
(i.e. If WRITE) ELSE Rd <-- Rd + 2 

A,E: If SEG = 1 THEN If RRs ~ VADDR THEN Rdl <-- Rd1 + 2 
ELSE If Rs ~ VADDR THEN Rd <-- Rd + 2 
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ADDITIONAl CASES fOR PAGED VIRTUAl MEMORIES 

Additional Definitions: 

RW 

FCW 

PSW 

Upper 
Byte 

= 

= 

= 

Read/Write Counter in PMMU 

saved FCW of aborted program 

first word of data fetched 
during LOPS instruction 
(i.e., if RW = 1 then PSW 
= contents of memory location 
VAOOR - 2) 

fix-Up 

11,51: (Push Long from memory) 
IF RW = 3 THEN IF SEG = THEN Rd1 <-- Rd1 + 4 

ELSE Rd <-- Rd + 4 

VSEG violation segment number 

VOFF violation offset 

IOFF = offset in address in the 
aborted instruction 

Rx index register 

14,35: (Load Long from memory--Indirect, Base, using RRd or Rd as the address register) 
IF RW = 1 THEN IF SEG = 1 THEN Rd <-- VSEG 

ELSE Rd <-- VOFF - 2 

54: (Load Long--Index using Rd as the index register) 

75: 

IF RW = 1 THEN IF Rs = 0 THEN Rd <-- VOFF - IOFF - 2 

(Load Long--Base Index) 
IF RW = 1 THEN IF SEG = THEN IF RRd is the address register 

THEN Rd <-- VSEG 
ELSE IF Rd = Rx THEN Rd <-- VSEG 

ELSE Rd <-- VOFF - Rs - 2 
ELSE IF Rs # Rx THEN Rd <-- (VOFF - 2) / 2 
ELSE IF Rd = Rs THEN Rd <-- VOFF - Rx - 2 

ELSE Rd <-- VOFF - Rs - 2 
39: (Load Program Status) 

IF RW = 1 THEN IF FCW = PSW THEN FCW <-- 4000 
ELSE IF RW = 2 THEN FCW <-- COOO 

9E: (Return) 
IF RW = 0 AND SEG = 0 THEN R15 <-- R15 - 2 

ELSE IF RW = 1 THEN R15 <-- R15 - 4 

1C: (Load Multiple--Indirect) 
IF SEG = 1 THEN Rs <-- VSEG; Rs1 <-- VOFF - 2(n + 1) 

ELSE Rs <-- VOFF - 2(n + 1) 

5C: (Load Multiple--Index) 
IF Rx = 0 THEN Rs <-- VOFF - IOFF - 2(n + 1) 
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abort: The interruption of an instruction 
execution cycle before its completion. Abort 
interrupts occur in Z8000 virtual memory 
systems when the executing instruchon 
references information not in main memory. 

address: An entity that specifies one par­
ticular element in a set of similar elements. 
May be either a memory address or an I/O 
address (q.q.v). (See also segmented address, 
logical address, physical address.) 

address space: A set of addresses. The Z8000 
can access eight separate address spaces: 
normal-mode program memory space, system­
mode program memory space, normal-mode 
data memory space, system-mode data memory 
space, normal-mode stack memory space, 
system-mode stack memory space, standard 
1/0 space, and special I/O space. (See normal 
mode, system mode, program memory address 
spoce, data memory address space, stack 
memory address space, standard I/O address 
space, and special I/O address spoce. ) 

addressing moc:le: The way in which the 
address of an operand (q.v.) is speCified. 
There are eight addressing modes: Register, 
Immediate, Indirect Register, Direct Address, 
Index, Base Address, Relative Address, Base 
Index (q.q.v). 

autoc:lecrement: The contents of a register are 
decremented and then used as specified by the 
instruction. 

autolncrement: The contents of a register are 
used as specified by the instruction and then 
incremented. 

Base Address (BA) addressing moc:le: A base 
address consists of a register that contains the 
base and a I6-bit displacement (q.v.). The 
displacement is added to the base and the 
resulting address indicates the effective 
address (q.v.). In nonsegmented mode, the 
base address is held in a word register (q. v.) 
and the displacement is in the instruction. In 
segmented mode, the segmented base address 
is held in a register pair and the displacement 
is in the instruction. 

Glossary 

Base Index (BX) addressing mode: Base 
Index addressing is similar to Base addressing 
except that the displacement ("index"), as well 
as the base, is held in a register. In nonseg­
mented mode, the base address is held in a 
word register and the index is held in a word 
register. In segmented mode, the segmented 
base address is held in a register poir (q.v.) 
and the index is held in a word register. 

BCD digit: A Binary Coded Decimal digit is 
an encoding of the ten decimal digits into a 
4-bit code that is simply the first ten binary 
numbers in the binary number system (starting 
with 0). This code is used to represent and 
process numbers in the base-IO (decimal) 
format. 

bus: A group of signal lines, which connects 
the devices in a system. 

Bus-Disconnect state: The CPU state during 
which the CPU is not the bus master and may 
not initiate transactions (q.v.) on the bus. 

bus master: The device in control of the bus. 
Must be a device that is able to initiate 
transactions. 

bus request: A request for control of the bus. 

byte: A byte is eight contiguous bits; a byte in 
memory starts on an addressable byte 
boundary. 

byte register: An 8-bit register. The Z8000 
CPU contains 16 general-purpose byte 
registers, designated RLn and RHn (n = 0-7). 

clock cycle: One cycle of the CPU clock, 
beginning with a rising edge. 

condition: An event detected by the hardware 
and indicated by setting the appropriate flag. 
A condition is caused by the execution of an 
instruction and is always reproducible. The 
Z8000 has six flags to record these events, 
called status flags (q.v.). 

context switching: Interrupting the activity in 
progress and switching to another activity. A 
context SWitch involves saving for later restora­
tion the contents of the general-purpose 
registers, the Program Counter and the Flag 
and Status Word (q.v.). 
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CPU state: Either Running state, Stop/Refresh 
state, or Bus-Disconnect state (q.q.v.). 

data memory address space: A memory 
address space (q.v.) that is identified by the 
status codes 1000 or 1010. 

data structure: A logical organization of 
primitive elements (e.g. byte or word) whose 
format and access conventions are well­
defined. Examples of data structures are 
tables, lists and arrays. 

data type: The way in which bits are grouped 
and interpreted. For an instruction, the data 
type of an operand determines its size and the 
significance of its bits. Operand data types 
include byte, word, long word, byte string, 
word string, and BCD digit. 

Direct Address (DA) addressing mode: In this 
mode, the operand address is contained within 
the instruction. 

displacement: A number contained in the 
instruction for use in calculating the effective 
address (q.v.) of an operand. The displace­
ment is added to the contents of a register dur­
ing the calculation. 

DMA: Direct Memory Access is a method for 
transferring data to or from main memory at 
high speed by avoiding the CPU registers. 

effective address: The address obtained after 
indirect or indexing modification. In non­
segmented mode, the effective address is a 
16-bit number. In segmented mode, the effec­
tive address consists of a 7-bit segment number 
and 16-bit offset. In systems with memory 
management, the effective address is the 
logical address which must be translated to 
obtain the physical memory address. 

flags: Bits in the Flag and Control Word 
(q.v.) that indicate conditions (q.v.). 

Flag and Control Word (FCW): One of the 
two Program Status registers; it contains flags 
(q.v.) and bits that control the operation of the 
CPU. 

Immediate (1M) addressing mode: In this 
mode, the operand is contained within the 
instuction. 

Index (X) addressing mode: In this mode, the 
operand address is obtained by adding the 
contents of an index register (q.v.) to a base 
address contained in the instruction. 

Index register: A word register used to con­
tain a displacement for use in effective address 
calculation. 

Indirect Register (lR) addressing mode: In 
this mode, the operand address is contained 
within a register. 

instruction fetch: An access to program 
memory address space (q. v.). 

interrupt request: An event other than a trap 
or jump or call instruction that changes the 
normal flow of instruction execution. (See non­
maskable, non-vectored, and vectored 
interrupts.) 

Interrupt service routine: The routine exe­
cuted in response to an interrupt. 

interrupt/trap acknowledge transaction: The 
transaction initiated by the CPU in response to 
an interrupt or trap. Obtains an identifier word 
from the interrupting device or memory man­
agement hardware. 

I/O address: The address of an VO port, 
always 16 bits long. Word ports may have even 
or odd addresses, Special VO byte ports are 
even, Standard I/O byte ports are odd. 

I/O transaction: A transaction that transfers 
data to or from a peripheral device or memory 
management hardware. 

logical address: The address manipulated by 
the programmer, used by instructions and out­
put by the 28000. 

long word: A long word is 32 contiguous bits; 
a long word in memory starts on an even 
addressable byte boundary. 

machine cycle: One basic CPU operation, 
starting with a bus transaction (q.v.). 

memory address: An address specifying a 
location in memory. Word and long-word 
addresses must be even, byte addresses may 
be even or odd. 

memory management: The process of trans­
lating logical addresses into physical 
addresses (q.q. v.), plus certain protection 
functions. 

memory transactions: A transaction that 
transfers data to or from main memory. 

Normal mode: A Running-state (q. v.) mode in 
which the siN flag in the FCW is 0 and the 
NiS line is High. In this mode, the CPU may 
not execute privileged instructions (q.v.). 

non-maskable Interrupts: Interrupts (q.v.) 
which cannot be disabled. 

nonsegmented mode: A Running-state mode 
of the 28000 CPUs. For segmented CPUs in 
this mode, all addresses are generated with the 
same segment number (q.v.). 

non-vectored interrupts: Interrupts (q. v.) 
which do not use the identifier word as a vec­
tor to an interrupt service routine (q.v.). 

offset: In a 28001 CPU, the 16-bit value that 
appears on the AD lines when an address is 
generated. 

operand: An item of data operated on by an 
instruction. 



physical address: The address required for 
accessing the memory, obtained from the 
logical address generated by the 28000 by 
memory management hardware, for example, 
the Z8010 Memory Management Unit. 

privileged instruction: An instruction intend­
ed for use primarily by an operating system, 
which can be executed only in System mode. 
In general, instructions that change the pro­
cessor state or perform I/O are privileged. 

Program Counter (PC): One of the two Pro­
gram Status registers (q.v.). Contains the 
address of the current instruction. 

program memory address space: The 
memory address space (q.v.) indicated by the 
status codes (1100 or 1101). 

Program Status Area: The area in memory 
reserved for the starting program status of the 
interrupt and trap service routines. 

Program Status Area Pointer (PSAP): The 
register that contains the starting address of 
the Program Status Area. 

Program Status registers: The two registers 
(PC and FCW) that contain the program 
status. 

Refresh counter: A register that controls the 
Z8000 dynamic memory, periodic-refresh 
mechanism. Used to set the refresh rate and to 
enable the mechanism. 

Refresh cycle: A type of transaction used to 
refresh dynamic memory. It is three clock 
cycles long. 

Refresh/Stop state: A CPU state entered 
whenever the STOP line is asserted. A con­
tinuous stream of refresh cycles (q.v.) is 
generated. 

register: A storage location in hardware logic 
other than the memory. Bits within a register 
are numbered from 0, with the least significant 
being the rightmost. See also byte register, 
word register, register pair, and register quad. 

Register (R) addressing model In this mode, 
the operand is in a general-purpose register. 

register pair: One of eight pairs of general­
purpose word registers, designated RRn 
(n = 0, 2, 4, ... 12, 14). 

register quad: One of four groups of four 
word registers, designated ROn (n = 0,4,8, 
12). 

Relative Address (RA) addressing mode: In 
this mode, the operand address is calculated 
by adding a displacement found in the instruc­
tion to the current PC value. 

request: Either an interrupt request, bus 
request, resource request, or STOP request 
(qq. v). An external device requests that the 
CPU perform some action. 

Glossary 

reset: An internal CPU operation that initial­
izes the Program Status registers. It is acti­
vated by the RESET line. 

Running state: One of the three CPU states. 
In this state, the CPU is fetching and exe­
cuting instructions or handling interrupts. 

segment: In a 28001, a set of adjacent 
memory addresses (up to 64K) with the same 
segment number (q.v.) on lines SNo-SN6. 

segment number: A number specifying a 
memory segment (q.v.). Placed on the 
SNo-SN6 lines during memory transactions in 
28001 system. Part of a segmented 
address (q. v.). 

segmented address: In segmented 28000 
CPU's, a 23-bit value conSisting of a 7-bit seg­
ment number (q.v.) and a 16.-bit offset (q.v.). 

segmented mode: One of the Running-state 
modes of the segmented 28000 CPU. In this 
mode, CPU generates addresses that can have 
different segment numbers. 

Special I/O address space: An I/O address 
space (q.v.) that is identified by the status 
code 0011. Used to access memory manage­
ment hardware. 

stack: A data structure used for temporary 
storage or for procedure and interrupt service 
routine linkages. A stack uses the last-in, first­
out concept. As items are added to, or pushed 
onto, the stack, the stack pointer decrements; 
as items are removed from, or popped off, the 
stack, the stack pointer increments. 

stack memory address space: A memory 
address space (q.v.) that is identified by the 
status codes 1001 and 1011. 

Stack Pointer: A general-purpose register 
indicating the top (lowest address) of a stack. 

Standard I/O address space: An I/O address 
space (q.v.) that is identified by the status 
code 0010. Used for accessing peripherals. 

status code: A 4-bit encoding of the CPU's 
current transaction, for example, internal 
operation, segment trap acknowledge, or stack 
memory request. 

status flags: Status flags are set according to 
the outcome of certain instructions to direct 
the subsequent flow of the program as neces­
sary. There are six status flags: Carry, Zero, 
Sign, Parity/Overflow, Decimal Adjust and 
Half Carry. The first four are grouped together 
to determine the condition code, the last two 
are used in programs manipulating BCD 
digits. 

status lines: The lines STo-ST3, which contain 
the status code during transactions. 
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stop request: A request that is made by acti­
vating the STOP line. 

Stop/Refresh state: See Refresh/Stop state. 

System mode: A Running-state mode (q.v.) in 
which the SiN flag in the FCW is 1 and the 
NIS line is Low. In this mode, the CPU may 
exercise privileged instructions (q. v.). 

transaction: One of the basic bus operations. 
A transaction lasts three or more clock cycles 
and covers a single data movement on the bus. 

trap: A condition that occurs at the end of an 
instruction that caused an illegal operation. 
The 28000 traps are internal traps arising from 
system call, EPA instruction and privileged in­
structions executed in normal mode, and an 
external trap, the segmentation/address trap, 
arising from memory access violations in 
systems with memory management. A trap is 
similar to an interrupt in that it causes the exe­
cuting program to be interrupted and the Pro­
gram Status registers to be saved on the system 
stack. Traps cannot be disabled. 

vectored interrupts: Interrupts (q.v.) which 
use the identifier word as a vector to the inter­
rupt service routine (q. v.). May be 
disabled. 

virtual memory: A memory management 
technique in which the system's logical 
memory address space is not necessarily the 
same as, and can be much larger than, the 
available physical memory address space. Vir­
tual memory is supported by use of memory 
mapping hardware and secondary storage 
devices. 

WAIT cycle: A clock cycle during which the 
WAITline is active. Used to prolong trans­
actions, since no signal line is sampled while 
WAITis active. 

word: Two contiguous bytes (16 bits) starting 
on an even addressable byte boundary. Bits 
are numbered from the right, 0 through 15. A 
word is identified by the address of the byte 
containing the most Significant bit, bit 15. 

word register: A 16-bit register. 
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